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he operational definition of a concept provides a blueprint for its measurement. When we follow through on
the plan, when we construct what the blueprint describes, we
end up with a variable. A variable is an empirical measurement of a characteristic. Variables provide the raw materials
for describing and analyzing the social and political world.
All variables share certain features. After a preliminary
dissection of an exemplar variable, we turn to a discussion of
levels of measurement, the amount of information conveyed
by a variable’s values and codes. Some characteristics, such as
a person’s age, can be measured with greater precision than
others, such as a person’s marital status. Accordingly, the values
and numeric codes of some variables contain more information
than do the values and codes of other variables. A variable’s level
of measurement determines how precisely we can describe it.
In this chapter we also consider the two cornerstones of
description: central tendency and dispersion. Central tendency refers to the typical or “average” value of a variable.
Dispersion refers to the amount of variation or “spread” in
a variable’s values. You will find that central tendency and
dispersion are not separate aspects of a variable. They work
together to provide a complete description of a variable. The
final section of this chapter discusses a variety of interesting
techniques that political scientists use to transform variables.
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Every variable has one name and at least two values. If
there aren’t at least two different values, the characteristic
being measured doesn’t vary; it’s a constant, not a variable.
Furthermore, if computer analysis is to be performed, then
a variable’s values must be coded numerically. So, a name,
two or more values, and numeric codes—these are the gross
anatomy of any variable.
For example, many public opinion surveys measure
marital status by asking each respondent to choose the
category that describes him or her: married, widowed,
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Figure 2-1 Anatomy of a Variable
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divorced, separated, or never married. These five categories are the values of the
variable, marital status. A person who responds “married” is measured as having a
different value on the variable than someone who says “divorced.” Similarly, when
an application form requests “Age: __________,” it is asking for a value of the variable, age. Someone who writes “20” has a value on the variable that is 9 measurement
units (years) younger than someone who writes “29.”
Figure 2-1 displays the key features of a variable and introduces essential terminology.
It may also help clear up confusion about variables. Like all variables, marital status has
one name and it has at least two values—in this case, five: married, widowed, divorced,
separated, and never married. As Figure 2-1 illustrates, the descriptors “married” and
“widowed” are different values of the marital status variable, not different variables.
It is not uncommon to get confused about the distinction between a variable’s
name and its values. They are different values of the same variable, marital status.
Here is a heuristic that will help you become comfortable with the distinction
between a variable’s name and values. Think of one unit of analysis and ask this
question, “What is this unit’s __________?” The word that fills in the blank is never
a value. It is always a variable’s name. It makes no sense to complete the question
this way (“What is this person’s divorced?”). But the question “What is this person’s
marital status?” makes perfect sense. Ask the question, fill in the blank, and you have
the name of a variable—in this case, marital status. Answer the question “What is
this person’s marital status?” and you have one of the variable’s values: “divorced” (or
“married,” “widowed,” “separated,” “never married”). The value, “divorced,” is one
of the values of the variable named marital status.1

LEVELS OF MEASUREMENT
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Beyond the fundamental requirement of having at least two values, variables can
differ in how precisely they measure a characteristic. Researchers distinguish three
levels of precision with which a variable measures an empirical characteristic. It’s
important to be able to identify a variable’s level of measurement because the methods we use to analyze a variable depend on its level of measurement.
The values of the marital status variable enable us to place people into different categories—and nothing more. Furthermore, the numeric codes associated with
each value of marital status, code 1 through code 5, merely stand for the different
categories—and nothing more. “Married” is different from “never married,” and “1” is
different from “5.” Marital status is an example of a nominal-level variable, a variable
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whose values and codes only distinguish different categories of a characteristic. Now
imagine what the anatomy of a different variable, age, would look like. Just as with marital status, age would have one name. And age would have an array of different values,
from “18” to (say) “99.” Now move from values to codes. What would be the numeric
codes for age? The numeric codes for age would be identical to the values of age. Age is
an example of an interval-level variable, which has values that tell us the exact quantity
of a characteristic. The values of an interval-level variable convey more information
than do the values of a nominal-level variable. Another type of variable, an ordinal-level
variable, conveys more information than does a nominal variable but less information
than an interval variable. Let’s take a closer look at these levels of measurement.

Nominal-level Variables
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Nominal variables are the least precise. A nominal-level variable communicates
differences between units of analysis on the characteristic being measured. The values of a nominal-level variable are mutually exclusive and completely exhaustive
so that each observation fits in just one category. Some nominal-level variables are
binary (with only two dichotomous values), while others separate units of analysis
into multiple categories. As discussed above, marital status is a nominal variable. Its
values allow us to separate people into different categories.
As with most variables, the values of nominal variables are frequently recorded
using numeric codes. It is important to remember, however, that these codes do not
represent quantities. They merely record differences. In most cases, the numeric
codes associated with the values of a nominal-level variable are arbitrary. Thus, we
might measure religious denomination by five values: Protestant, Catholic, Jewish,
other religion, and no religious affiliation. For convenience, we could choose
numeric codes 1, 2, 3, 4, and 5 to represent those categories. But we could just as
easily choose 27, 9, 56, 12, and 77. The numeric codes themselves do not have inherent meaning. They derive their function from the simple fact that they are different.
The values and codes of a nominal variable tell us that subjects having one value,
such as Protestant, differ from subjects that have another value, such as Catholic.
Gender (female/male), race (white/black), country of origin (born in the United
States/not born in the United States), union membership (member/not a member),
employment sector (government employee/private-sector employee)—all these are
examples of characteristics that are measured by nominal variables. In each case, the
values, and the numeric codes associated with the values, only represent different
categories of the measured characteristic. For nominal variables, the link between
values and numbers can create confusion (see Box 2-1).

BOX 2-1

D
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Nominal Means “Name,” Not “Number”

Students sometimes mistakenly equate the
word nominal with number. Given this mistaken
assumption, for example, one might misidentify an interval-level variable such as age—
measured by a number, number of years—as a

nominal variable. This would be incorrect. The
word nominal means “in name only.” In French,
“nom” means name. Thus, variables whose values are names, or whose numeric codes only
represent names, are nominal variables.
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Ordinal variables are more precise than nominal-level variables. An ordinal-level
variable communicates relative differences between units of analysis. Ordinal variables have values that can be ranked. Plus, the ranking is reflected in the variable’s
numeric codes.
Consider an ordinal-level variable named “social trust,” which asks how much
respondents think people can be trusted: always, most of the time, about half of the
time, some of the time, or never. Notice that, just as with nominal variables, the
values permit you to classify respondents into different categories. A person who
says people can “always” be trusted would be measured as being different from a
person who says people can “never” be trusted. Unlike nominal variables, however,
the values of an ordinal-level variable permit you to distinguish the relative amount of
the measured characteristic. Someone who says people can “always” be trusted has a
higher level of social trust than someone who says “most of the time” and that person
has more social trust than someone who says people can be trusted “about half the
time.” The values of ordinal variables have numeric codes that reflect the relative
amounts of the characteristic. For convenience and simplicity, “always” could be
coded 1, “most of the time” 2, “about half the time” 3, “some of the time” 4, and
“never” 5. These codes impart the ranking that underlies the values, with 1 being
most trusting and 5 being least trusting. But the numeric coding could be reversed
with “always” coded 5 and never coded “1” and they would still be in rank order. The
numeric codes could go from 6 to 10 or 10 to 6; as long as they’re in sequential order,
they convey ordinal-level information.
Ordinal-level variables abound in social research, especially survey research.
When it comes to the measurement of attitudes among individuals, ordinal variables
are almost always used. Questions gauging approval or disapproval of government
policies or social behaviors—handgun registration laws, immigration reform, welfare
spending, abortion rights, homosexuality, marijuana use, child-rearing practices, and
virtually any others that you can think of—are almost always framed by ordinal values.

Interval-level Variables
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Interval variables give the most precise measurements. An interval-level variable communicates exact differences between units of analysis. The precision of an
interval-level measurement enables you to calculate the precise difference between
two units of analysis.
Age measured in years, for example, is an interval-level variable, since each of
its values—18 years, 24 years, 77 years, and so on—measures the exact amount of
the characteristic. How much difference exists between a subject with 24 years and a
subject with 18 years? Exactly 6 years. Because the values of an interval variable are
the exact numeric quantities of the measured characteristic, the variable’s values do
not need to be represented by a separate set of numeric codes. What would be the
point? The values themselves tell you all you need to know. If someone were to ask
you, “What distance do you drive each day?” your response could be gauged easily
by an interval-level value, such as “16 miles.” Notice that this value is not simply a
number. It is a number that communicates the exact quantity of the characteristic.
The researcher would easily determine that your response is different from someone
else’s answer (such as “15 miles”), that you drive farther each day (because 16 miles
is greater than 15 miles), and that the two responses are separated by exactly one
unit (1 mile). Ordinal variables do not have equal unit differences, but interval-level
measurements do.
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Some interval-level variables have discrete values. Discrete values usually count
the number of times something has occurred, like the number of times a politician has been re-elected or the number of votes cast in the last election. Other
interval-level variables have continuous values, which means they can have an infinite number of unique values and can be precisely estimated with decimal places. For
example, you could calculate your age down to the millisecond and the distance you
drive each day down to the millimeter.
It is not difficult to think of interval-level variables in everyday life: the liquid
volume of a can of soda, the number of weeks in a semester, the score of a baseball
game, or the percentage of one’s time devoted to studying. When political researchers are using aggregate-level units of analysis, interval variables are common, as
well. A student of state politics might measure the percentage of eligible voters who
turned out in the gubernatorial election, the number of days before an election that
state citizens may register, or the size of the state’s education budget. A student of
comparative politics might record the number of years that the same regime has
been in power in a country or the percentage of the country’s budget spent on
national defense. A student of interest groups may want to know the membership
size, the number of years since the group’s founding, or the cost of joining.
Interval-level variables are considered the highest level of measurement because
their values do everything that nominal and ordinal values do—they allow the researcher
to place units of analysis into different categories, and they permit units to be ranked on
the measurement—plus they gauge fine differences between units of analysis.2

Which Level of Measurement Is Best?
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Generally, political scientists want to measure things as precisely as possible, which
means interval-level measurements are ideal. As we’ll see, an interval-level variable
can easily be transformed into an ordinal- or nominal-level variable if the situation
calls for less precision, but it’s not a simple matter to make a measurement more
precise. However, some things cannot be measured with a great deal of precision.
Sometimes measuring something with a great deal of precision is impractical and
is not all that useful. If you were studying the effect of economic status on political behavior, would it really help to have subjects’ taxable income calculated to the
cent, or would it be sufficient to know what rung of the economic ladder they’re on?
When political researchers are analyzing individual-level units of analysis—most
commonly, individual people—nominal and ordinal variables are much more common than interval variables.
When you do your own political analysis, you’ll quickly discover that many
concepts and empirical properties can be measured more than one way. For example,
marital status is a nominal-level variable, but a researcher interested in the effect of
marital status on political behavior could ask survey respondents how many years
they have been married. This would be an interval-level measurement of marriage
(the value for all unmarried respondents would be 0). Or, to simplify comparisons,
the researcher might create an ordinal-level measurement that distinguishes respondents who have never been married, those married less than 10 years, and those
married more than 10 years.3 Similarly, a public opinion scholar could measure an
individual’s policy preference using a simple dichotomous variable (e.g., favor or
oppose), an ordinal-level scale, or an interval-level feeling thermometer that measures an individual’s preferences. Depending on the scope and nature of their work,
researchers might measure a concept of interest several different ways.
While more precision is generally preferable to less precision, you may encounter some situations where less precise measurements are more reliable. For example,
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many surveys ask respondents about their individual and/or household income. The
respondent may be reluctant to supply this personal information, may not know the
precise answer, or may have difficulty determining whether gifts, settlements, tips,
scholarships, and so on are “income” for purposes of answering the question. For
these reasons, it may be better to ask respondents to identify their income range on
an ordinal scale than provide an exact dollar amount.
Some of the most effective measurement strategies in political science are the
simplest to understand and apply. One of our favorites is a method used to determine
whether a political candidate is a “quality challenger.” The concept of a quality challenger is so complicated that it’s hard to operationalize it, but Gary Jacobson boiled
it down to determining whether the candidate previously held elected office.4 It’s a
simple, yet effective, measurement strategy. Another of our favorite measures is using
the front page of the New York Times to gauge the salience of an event. If, for example,
an oral argument before the U.S. Supreme Court was reported on the front page
of the paper, people were paying attention to it.5 It’s a great litmus test of salience
because it’s easy to understand how it works, it’s easy to apply, and the Times has been
publishing news stories on its front page, with relatively consistent standards, since
1851. This simple measure of salience covers the entire modern political era.
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DESCRIBING VARIABLES
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The best understood descriptive statistic is a familiar denizen of everyday life: the
average. The world seems defined by averages. When your college or university
wants to summarize your entire academic career, what one number does it use?
What is the average tuition cost of higher education institutions in your state? When
people go on vacation, how many days do they typically stay? What is the most
popular month for weddings? What make of automobile do most people drive?
Political research, too, has a passion for identifying what’s typical. How much does a
congressional candidate commonly spend on a campaign? Do people who describe
themselves as Republicans have higher incomes, on average, than Democrats? What
opinion do most people hold on government-subsidized healthcare? Military spending? Immigration reform?
When it comes to describing variables, averages are indispensable. However,
political researchers rarely use the term average in the same way it is used in ordinary
language. They refer to a variable’s central tendency—that is, the variable’s typical
or average value. A variable’s central tendency is measured in three ways: the mode,
the median, or the mean. The appropriate measure of central tendency depends on
the variable’s level of measurement.
The most basic measure of central tendency is the mode. The mode of a variable is the most common value of the variable, the value that contains the largest
number of cases or units of analysis. The mode may be used to describe the central
tendency of any variable. For nominal-level variables, however, it is the only measure
that may be used.
For describing variables with higher levels of measurement—that is, ordinal
or interval—the median comes into play. The median is the value of a variable that
divides the cases right down the middle—with half the cases having values below
and half having values above the median. The central tendency of an ordinal-level
variable may be measured by the mode or median.
For interval-level variables, a third measure, the mean, also may be used to
describe central tendency. The mean comes closest to the everyday use of the term
average. In fact, a variable’s mean is its arithmetic average. When we sum all the
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cases’ individual values on a variable and divide by the number of cases, we arrive
at the variable’s mean value. All these measures of central tendency—the mode, the
median, and the mean—are workhorses of description, and they are the main elements in making comparisons and testing hypotheses.
Yet there is more to describing a variable than reporting its measure of central
tendency. We can also describe a variable by its dispersion, the variation or spread
of cases across its values. A variable’s dispersion tells us the degree to which observations share the same value or have diverse values. If we’re studying individuals, are
they alike or different with respect to the characteristic being measured?
A variable’s dispersion is sometimes its most interesting and distinctive feature. When we say that opinions on gun control are “polarized,” for example, we
are describing their variation, the particular way opinions are distributed across the
values of the variable—many people support gun control, many people oppose it,
and only a few take a middle position. To say that general “consensus” exists among
Americans that capitalism is preferable to communism is to denote little variation
among people or widespread agreement on one option over another. When scholars
of comparative politics discuss the level of economic equality in a country, they are
interested in the variation or dispersion of wealth. Is there little variation, with most
economic resources being controlled by a few? Or is the distribution more equal,
with economic resources dispersed across many or most citizens?
Compared with the overworked average—the go-to summary and simplifier—
references to a variable’s dispersion are uncommon if not rare in everyday life.
Variation is underemphasized in social science, too.6 Here we discuss the meaning
and appropriate uses of the measures of central tendency—mode, median, and mean.
We also explore nonstatistical approaches to describing a variable’s dispersion.
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Table 2-1, based on data from the 2016 General Social Survey (GSS), displays a
five-category nominal variable that categorizes 2,866 survey respondents by their
marital status. Table 2-1 is a frequency distribution, a tabular summary of a variable’s values. Frequency distributions are commonly used in data presentations of all
kinds—from survey research and journalistic polls to marketing studies and corporate annual reports. The first column of each frequency distribution lists the variable’s values. The second column reports the count, or raw frequency, of individuals

Frequency Distribution of Marital Status
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Table 2-1

Marital Status

Frequency

Percentage

1,430.7

49.9%

Widowed

172.3

  6.0%

Divorced

390.3

13.6%

88.9

  3.1%

783.8

27.3%
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Married

Separated
Never married
Total

2,866

100.0%

Source: 2016 General Social Survey.
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at each of the variable’s values. The raw frequencies are totaled at the bottom of the
column. This is the total frequency. The third column reports the percentage of
cases falling into each value of the variable.
Consider the information about central tendency and dispersion of marital
statuses conveyed by the tabular numbers and graphic display. We can see that the
mode is married, which is the marital status of 1,430.7 people surveyed, or 49.9
percent of the sample.7 Note that the mode is not a percentage or a frequency. It is
always a value. A good description takes the following form: “Among the [units of
analysis], the mode is [modal value], with [percentage of units] having this value.” In
the example of marital status: “Among the 2,866 individuals in the survey, the mode
is married, with 49.9 percent having this value.”
To avoid confusion in terminology, we should note that a proportion is the raw
frequency divided by the total frequency. A percentage is a proportion multiplied by
100. Barring rounding error, proportions total to 1.00 and percentages total to 100.
Thus, the equation to figure the percentage for each value is as follows:
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It’s important to be able to express frequencies in both percentages and proportions. People tend to understand results expressed in percentages more readily
because they’re used to percentages. However, when you conduct analysis, you’ll
often want to work with proportions because it’s easier to do math with them. So, get
used to translating proportions into percentages and percentages into proportions.
A picture, to use an old cliché, is worth a thousand words. This adage applies
aptly to frequency distributions, which are often presented in the form of a bar
chart, a graphic display of data. Figure 2-2 shows a bar chart for the marital variable.
Bar charts are visually pleasing and elegant. The variable’s values are labeled along
the horizontal axis and percentages (or, alternatively, raw frequencies) are along the
vertical axis. The height of each bar clearly depicts the percentage or number of
cases having that value of the variable.8
Figure 2-2 Bar Chart of Marital Status of American Adults
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Clearly, the modal value is married, but would it be accurate to say that
the typical adult is married? Close, but not quite. According to the data, 49.9
percent of American adults are married, just slightly less than half of the population.
Notice that divorced and never married adults are well represented in the data
(13.6 percent and 27.3 percent, respectively). Don’t be misled by the first and last
bars in the Figure 2-2 being the tallest one; this makes the distribution appear highly
dispersed but the order of these bars (or the rows in the frequency distribution) is
entirely arbitrary because marital status is a nominal-level variable.
Charts help us communicate the most important features of data effectively.
They should always be clearly labeled. Avoid using pie charts to display the relative
frequency of a variable’s values. It’s much easier to compare bar heights than radians
of pie slices. Academic researchers generally abhor pie charts. We don’t use any in
this book and recommend avoiding them entirely.
Here is a general rule that applies to any variable at any level of measurement:
The greatest amount of dispersion occurs when the cases are equally spread among
all values of the variable. As dispersion increases, it becomes increasingly difficult to
accurately identify a variable’s central tendency, its typical or “average” value. If onefifth (20 percent) of the cases fell into each category of the marital status variable,
this variable would have maximum dispersion. The cases would be evenly spread
across all values of the variable, and all the bars in the bar chart would have equal
heights. Conversely, the lowest amount of dispersion occurs when all the cases are in
one value of the variable. If everyone had the same marital status, this variable would
have no dispersion at all. The chart would have one bar containing 100 percent of
the cases. Which scenario better describes marital status, the equal-percentages-ineach-value scenario or the 100-percent-in-one-value scenario? Real-world variables
rarely fit either scenario perfectly. Marital status of adults is an example of a variable
that has a moderate amount of dispersion.

Ordinal Variables
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Ordinal-level variables are measured with more precision than nominal-level
variables, allowing us to make more sophisticated descriptions of their central
tendency and variation. Unlike nominal variables, which identify differences
among units of analysis, ordinal variables tell us the relative amount of the measured characteristic. Since we can order or rank units of analysis according to
the relative amount of the measured characteristic, the order of the rows in a
frequency distribution table or bars in a bar chart must be consistent with the
relative rank of a variable’s values.
Now consider Table 2-2 and Figure 2-3, a frequency distribution and complementary bar chart that display how often GSS respondents attend religious services.
Examine Table 2-2 for a few moments. Notice the column labeled “cumulative percentage.” The cumulative percentage records the percentage of cases at or below
any given value of the variable. Thus, 44.1 percent of respondents attend religious
services once a year or less frequently, and 62.2 percent attend monthly or less frequently. As with nominal-level variables, we can determine the mode. Here, the
modal value is never or less than once a year. In addition, using the cumulative percentage column, we can locate the median, the value of the variable that (as closely
as possible) divides the cases into two equal-sized groups.
For ordinal variables—and for interval variables, too—it is possible to find the
value that bisects the cases into equal percentages, with 50 percent of the cases having higher values of the variable and 50 percent having lower values. The middlemost value of a variable is the median. The median is a specialized member of a
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Attendance

Frequency

Percentage

Cumulative
Percentage

878

30.9%

30.9%

Once a year

377

13.3%

44.1%

Several times a year

316

11.1%

55.2%

Once a month

198

  7.0%

62.2%

2–3 times a month

249

  8.7%

Nearly every week

126

  4.4%

Every week or more

701

24.6%

2,849

100.0%

Source: 2016 General Social Survey.
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Note: Question: “How often do you attend religious services?”
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Table 2-2 Frequency Distribution of Attendance at Religious
Services
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Figure 2-3 Bar Chart of Attendance at Religious Services
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Source: 2016 General Social Survey.

larger family of locational measures referred to as percentiles or quantiles. Anyone
who has taken a standardized college-entrance exam, such as the SAT, is familiar
with this family. A percentile reports the percentage of cases in a distribution that lie
below it. This information serves to locate the position of an individual value relative
to all other values. If a prospective college entrant’s SAT score puts him in, say, the
85th percentile on the SAT, that person knows that 85 percent of all other test-takers
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had lower scores on the exam (and 15 percent had higher scores). The median is
simply the 50th percentile, the value that divides a distribution in half.
What is the median of religious attendance? This is where the cumulative percentage column of Table 2-2 comes into play. We can see that “never or less than
once a year” is not the median, since only 30.9 percent of the cases have this value;
nor is it “once a year,” since 44.1 percent lie at or below this value. Clearly, too, if we
jump to “once a month,” we have moved too high in the order, since 62.2 percent
of the respondents are at or below this value. The median is within “several times
a year,” since the true point of bisection must occur in this value. How do we know
this? Because 55.2 percent of the cases fall in or below this value. Some researchers
put a finer point on the computation of the median; but for our purposes, the median
of an ordinal variable is the value of the variable that contains the median. Thus, we
would say that the median is “several times a year.”
The religious attendance variable has an offbeat appearance, to say the least. Do
the measures of central tendency, the mode and the median, accurately capture its
personality? The mode is “never or less than once a year,” since the largest percentage of people (30.9 percent) are in that value. But the flipside response (“every week
or more”) has nearly as many cases (24.6 percent), giving the distribution two very
prominent, and very different, response categories.
A frequency distribution having two different values that are heavily populated
with cases is called a bimodal distribution. Many nominal and ordinal variables
have a singular central tendency that is captured clearly by the mode. (We consider
an example below.) But religious attendance is a bimodal variable, and a rather interesting one at that. You have to exercise judgment in deciding whether a variable is
bimodal. Of course, the percentages of the two values should be similar. Also, in the
case of ordinal variables, the two modes should be separated by at least one nonmodal category. Because the two modes of religious attendance are separated by five
response categories (“once a year,” “several times a year,” “once a month,” “2–3 times
a month,” and “nearly every week”), the distribution is clearly bimodal. If, instead,
the two modes were “never or less than once a year” and “once a year”—that is, if the
responses were concentrated in two similar values—we would want to use a single
mode to describe the central tendency of the distribution.
Now take a step back and reconsider the big picture. Would you say that “several times a year” (the median value) is the typical response people gave when asked
how frequently they attended religious services? Probably not. Relatively few people
attend religious services a few times a year. People appear to either attend religious
services frequently or hardly attend at all.
The example of religious attendance underscores the importance of considering the amount of variation in a variable before deciding if its measure of central
tendency is really average or typical. Recall the maximum-variation versus novariation scenarios described earlier. If religious attendance had maximum dispersion, then equal percentages of respondents would fall into each value. If, by contrast,
the variable had no dispersion, then one response category would contain all the
cases. By these guidelines, we would conclude that religious attendance is closer to
the maximum-variation pole than the no-variation pole. Another indication of dispersion, for ordinal variables at least, is provided by comparing the mode and median. If
the mode and median are separated by more than one value, then the cases are more
spread out than if the mode and median fall in the same value of the variable. By this
guideline, too, religious attendance can be said to have a high degree of dispersion.
If dispersion is the most obvious feature of a nominal or ordinal variable, as is
the case with attending religious services, then it would be misleading to use a mode
or median to describe it. However, if there is low dispersion, it can make perfect
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sense to rely on a variable’s central tendency as a shorthand summary. For example,
consider Table 2-3 and Figure 2-4, a tabular-graphic duo depicting GSS respondents’ self-described ideological leanings in seven ordinal categories: “extremely liberal,” “liberal,” “slightly liberal,” “moderate,” “slightly conservative,” “conservative,”
and “extremely conservative.”

Frequency

Percentage

Cumulative
Percentage
  4.8%

133

  4.8%

Liberal

343

12.4%

Slightly liberal

311

11.3%

1,026

37.2%

Slightly conservative

393

14.3%

Conservative

436

Extremely conservative

28.6%

Total
Source: 2016 General Social Survey.
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Note: Question: “We hear a lot of talk these days about liberals and conservatives. I’m going to
show you a 7-point scale on which the political views that people might hold are arranged from
extremely liberal (point 1) to extremely conservative (point 7). Where would you place yourself
on this scale?”

Figure 2-4 Bar Chart of Ideological Self-Placement
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Clearly, “moderate” is the modal choice (37.2 percent), attracting more than
twice as many respondents as its closest rival. With a cumulative percentage of
65.7 percent, the modal, middle-of-the road category also contains the median. Is
the “typical” respondent politically moderate? Yes, especially if one expands the idea
of moderation to encompass the two closely allied “slightly” categories. Doing so
places nearly two-thirds of the sample (62.8 percent) in the center of the ideological
distribution.
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Recall that an interval-level variable gives us precise measurements. Unlike nominal
variables, whose values merely represent differences, and ordinal variables, whose
values can be ranked, the values of interval variables communicate the exact amount
of the characteristic being measured. This means an interval-level measurement can
be used to separate cases into groups, rank cases, and calculate differences among
cases. What is more, since interval-level variables are the highest form of measurement, each of the “lower” measures of central tendency—the mode and median—
also may be used to describe them. When a variable is measured at the interval level,
our toolkit for describing the variable’s values is extensive.
Table 2-4 reports the frequency distribution for another GSS variable, the
number of hours per day respondents spend watching television. The data are quite
remarkable. What is the mode, the most common number of hours spent watching
television? The most heavily populated value is 2 hours, so 2 is the mode. And what
is the median, the middle-most value? Just as with the religious attendance variable,
we read down the cumulative percentages until we hit the 50th percentile. Since
56.7 percent of the respondents watch television for 2 hours or less, 2 is the median.
What is the mean number of hours spent watching television per day? As noted
at the beginning of the chapter, the mean is the arithmetic center of an interval-level
distribution. We couldn’t calculate the mean of marital status (a nominal-level variable) or religious service attendance (an ordinal-level variable), but we can do so
with hours spent watching television. The mean is obtained by summing the values
of all units of analysis and dividing the sum by the number of units. In calculating
the mean number of TV-watching hours per day, we add up the hours watched by
all respondents (which, according to a computer analysis, is 5,435 hours), and then
divide this sum by the number of respondents (1,879). The result: 2.89 hours. Thus,
the mode is 2 hours, the median is 2 hours, and the mean is nearly 3 hours. Now let’s
get the big picture and see which of the three measures of central tendency—the
mode, the median, or the mean—best conveys the typical number of hours.
Figure 2-5 displays a bar chart of the TV variable. It was constructed just
like the earlier bar charts for region and religious attendance. The values of the
variable appear along the horizontal axis. (If you look closely, you’ll notice some
values, like 17 hours, are omitted because there are no cases with these values.)
The percentages of respondents falling into each value are reported on the vertical axis. Examine Table 2-4 and Figure 2-5. How would you describe this variable?
Respondents are grouped densely in the lower range—about 70 percent watch
3 hours or less—and their numbers thin out quickly beyond 6 hours. Only 7 percent
watch 7 hours or more.
Notice that the individuals in the upper values of this variable, the die-hard
TV watchers, give the bar chart a longer tail on the right-hand side than on the lefthand side. In fact, the data in Figure 2-5 are skewed—that is, they exhibit an asymmetrical distribution of cases. Skewness is a measure of symmetry: the more skewed
the distribution, the less symmetrical it is. Distributions with a longer, or skinnier,
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Hours

Frequency

Percentage

Cumulative Percentage

161

  8.6%

  8.6%

1

396

21.1%

29.7%

2

508

27.0%

56.7%

3

292

15.6%

72.3%

4
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83.1%

5
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  6.0%
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Table 2-4 Frequency Distribution of Hours Spent Watching
Television Per Day
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Note: Question: “On the average day, about how many hours do you personally watch television?”

right-hand tail have a positive skew; those with a skinnier left-hand tail have a
negative skew. The mean is sensitive to skewness. In this example, respondents in
the upper values pull the mean upward, away from the concentration of individuals
who watch 2 hours a day.
Extreme values may have an obvious effect on the mean, but they have little
effect on the median. Odd as it may sound, the median is impervious to the amount
of variation in a variable. In keeping with its reputation for disregarding dispersion,
the median (2 hours) reports the value that divides the respondents into equal-sized
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Figure 2-5
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groups, unfazed by the distribution’s positive skew. For this reason, the median is
called a resistant measure of central tendency, and you can see why it sometimes
gives a more faithful idea of the true center of an interval-level variable.
Generally speaking, when the mean is lower than its median, the distribution
has a negative skew; when the mean is higher than the median, the distribution has a
positive skew. Because the mean number of hours is 2.89 and the median number of
hours is 2, the distribution depicted in Figure 2-5 has a positive skew. Since the mean
and median are rarely the same, an interval-level variable will almost always have
some skewness. This being the case, should we simply ignore the mean and report
only the median of an interval-level variable? How much skewness is too much?
Most computer programs provide a statistical measure of skewness that can help the
analyst in this regard.9 As a practical matter, however, you have to exercise judgment
in deciding how much is too much.
Let’s describe the central tendency and distribution of values of another
interval-level variable. The GSS routinely includes a series of questions that ask individuals whether the government is spending “too little,” “about the right amount,”
or “too much” in different policy areas. Table 2-5 and Figure 2-6 report the number
of programs on which, in the respondents’ opinions, the government is spending
“too little.” This variable, which we could use as a measure of economic liberalism,
can take on any value between 0 (the respondent does not think the government
is spending too little on any of the programs) and 18 (the respondent thinks the
government is spending too little in all eighteen areas). Higher scores, then, would
suggest greater economic liberalism.
Table 2-5 and Figure 2-6 portray the frequency distribution and bar chart of
respondents’ opinions about government spending on eighteen programs. Examine
the distribution of values. Is this distribution skewed? Yes, it is. The mean is 8.5,
which is higher than the median, 8, and mode, 7. The distribution has a mild positive
skew, which pulls the mean upward, slightly above the median of 8. But make a judgment call. Would it be misleading to use the mean value, 8.5, as the central tendency
of this distribution? No, it would not be misleading. In this case, the mean serves as
a good gauge of central tendency.
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Percentage

Cumulative
Percentage

0

11.3

  1.2%

  1.2%

1

23.1

  2.4%

  3.5%

2

22.3

  2.3%

  5.8%

3

10.7

  1.1%

  6.9%

4

43.4

  4.5%

11.4%

5

65.3

  6.7%

18.1%

6

80.4

  8.3%

7

120.3

12.4%

38.7%

8

111.4

11.4%

50.2%

9

103.9

10.7%

60.8%
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106.3

10.9%

71.8%
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95.1
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Table 2-5 Number of Programs with “Too Little” Government
Spending
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Source: 2016 General Social Survey.
Note: Question: “We are faced with many problems in this country, none of which can be solved
easily or inexpensively. I’m going to name some of these problems, and for each one I’d like you
to tell me whether you think we’re spending too much money on it, too little money, or about
the right amount.” Displayed data record the number of “too little” responses to: “Improving and
protecting the environment,” “Improving and protecting the nation’s health,” “Solving the problems of the big cities,” “Halting the rising crime rate,” “Dealing with drug addiction,” “Improving
the nation’s education system,” “Improving the conditions of Blacks,” “Welfare,” “Social Security,” “Assistance for childcare,” “Foreign aid,” “Highways and bridges,” “Mass transportation,”
“Parks and recreation,” “The military, armaments, and defense,” “Space exploration,” “Supporting scientific research,” and “Developing alternative energy sources.”
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Figure 2-6 Number of Programs with “Too Little” Government
Spending
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How do we describe the dispersion of an interval variable? There are several
options, including statistical measures, like variance and standard deviation, and
nonstatistical measures, like range and interquartile range (IQR). A rough-and-ready
measure of dispersion is provided by the range, defined as the maximum actual
value minus the minimum actual value. The interquartile range is defined as the
range of a variable’s values that defines the “middle half” of a distribution—the range
between the upper boundary of the lowest quartile (which is the same as the 25th
percentile) and the lower boundary of the upper quartile (the 75th percentile).10 An
interval-level variable’s interquartile range can be quite informative, especially when
comparing the distributions of different variables. Plus, this measure lends itself productively to graphic display.
To illustrate, let’s find the range and interquartile range for the two intervallevel variables we have discussed. The range of the TV-watching hours variable
(Table 2-4) is as big as it can be: 24 hours, the difference between the variable’s
maximum value, 24 hours, and its minimum value, 0 hours. The interquartile range
of the TV-watching hours variable, for example, is 3 hours, the difference between
the 75 percent value (4 hours) and the 25 percent value (1 hour). For the spending
scale (Table 2-5), the range is 18 programs and the interquartile range is 5 programs,
the difference between the 75 percent value (11 programs) and the 25 percent value
(6 programs). Of course, for interval variables with continuous values—and that are
not as “lumpy” as the TV and spending variables—the 25th and 75th percentiles are
likely to coincide with more exact values and thus allow us to identify the interquartile range with greater precision.
For interval-level variables, standard deviation summarizes the extent to
which the cases in an interval-level distribution fall on or close to the mean of the
distribution. In gauging variation in interval-level variables, standard deviation is the
measure of choice. As its name implies, standard deviation measures the deviation
of a variable’s values from its mean value. Although it is a more precise measure of
dispersion than those applied to nominal and ordinal variables, standard deviation
is based on the same general principles. If, on the whole, the individual cases do not
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Table 2-6 Deviation and Squared Deviation of Sample
Thermometer Ratings
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deviate very much from the variable’s mean, then the standard deviation is a small
number. If, by contrast, the individual cases tend to deviate a great deal from the
mean—that is, large differences exist between the values of individual cases and the
mean of the distribution—then the standard deviation is a large number.
Table 2-6 presents a hypothetical small sample (n = 11). The Democratic Party
thermometer ratings reported by each respondent are given in the “Democratic
Rating” column, from 20 for the respondent with the coolest response to Democrats
to 96 for the most pro-Democratic respondent. To arrive at the mean rating for the
sample, we divide the summation of all ratings (20 + 22 + 34 +. . . + 96), 638, by the
sample size, 11, which yields 58. This is a familiar measure of central tendency for
interval-level variables. How do we find the standard deviation of Democratic Party
ratings among respondents in this sample?
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The first step in finding the standard deviation is to express each value as a
deviation from the mean or, more specifically, to subtract the mean from each value.

Step 1. Calculate each value’s deviation from the mean. For each respondent,
i = 1, 2, 3 . . . n, deviation from the mean equals the mean, symbolized as x (x bar),
subtracted from the observed value, xi.
Respondent i's deviation from mean = x i − x
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A respondent whose rating is below the mean will have a negative deviation,
and a respondent who gave a rating that is above the mean will have a positive deviation. An individual with a rating equal to the mean will have a deviation of 0. In
Table 2-6, the deviations for each member of the sample are shown in the column
labeled “Deviation from the Mean.” For example, Respondent 1, who rated the
Democrats at 20 on the scale, has a deviation of -38; Respondent 1’s rating is 38 units
below the mean. Respondent 7, who rated the Democratic Party at 60, is slightly
above the population mean, scoring the Democrats 2 points higher than the population mean of 58. Deviations from the mean provide the starting point for calculating
the standard deviation.
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Step 2. Square each deviation. All measures of variation in interval-level variables,
including the standard deviation, are based on the square of the deviations from the
mean of the distribution. In Table 2-6, these calculations for each respondent appear
in the column labeled “Deviation Squared.” Squaring each individual deviation, of
course, removes the minus signs on the negative deviations, those members of the
population who gave ratings below the population mean. For example, the square of
Respondent 1’s deviation, -38, is the same as the square of Respondent 11’s deviation, 38. Both square to 1,444. Why perform a calculation that treats Respondent 1
and Respondent 11 as equal, when they clearly are not equal at all? Because, in the
logic of the standard deviation, both of these respondents make equal contributions
to the variation in ratings. Both lie an equal distance from the population mean of
58, and so both deviations figure equally in determining the dispersion of ratings
around the mean.

po

Step 3. Sum the squared deviations. If we add all the squared deviations in the
“Deviation Squared” column, we arrive at the sum 6,768. The summation of the
squared deviations, often called the total sum of squares, can be thought of as an overall
summary of the variation in a distribution.
2
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Sum of squares = ∑ ( xi − x )

tc

Notice that if we summed the unsquared deviations, we’d get 0. When
calculated on real-world data with many units of analysis, the total sum of squares is
always a large and seemingly meaningless number. However, the summation of the
squared deviations becomes important in its own right when we discuss correlation
and regression analysis (see Chapter 8).
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Step 4. Divide the sum of squared deviations by n − 1 to find the variance.
The sum of squared deviations divided by n - 1 is known by a statistical name, the
variance. To calculate the variance for a sample, you would divide the sum of the
squared deviations by n - 1.
Variance =

∑(x

i

− x)

2

n −1

Here, n = 11, so variance equals 6,768 divided by 10, which is 676.8. Notice that
variance is sensitive to values that lie far away from the mean. Respondents who gave
the Democratic Party extreme ratings—Respondents 1 and 2 on the low end and
Respondents 10 and 11 on the high end—make greater contributions to the variance
than respondents who gave ratings that were closer to the mean. That’s the beauty
of the variance. If a population’s values cluster close to the mean, then the average of
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the squared deviations will record the closer clustering. As deviations from the mean
increase, then the variance increases, too.
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Step 5. Take the square root of the variance. The statistic of current concern,
standard deviation, is based on the variance. In fact, the standard deviation is
the square root of variance. The standard deviation of the hypothetical sample is
the square root of 676.8, which is 26.02.
These five steps for calculating the standard deviation of an interval-level
variable can be summarized in the following standard deviation formula:

D

o

no

tc

op
y,

po

st
,o

rd

is

After going through the standard deviation calculation, you may wonder why
we divide the sum of squared deviations by n - 1 to find the variance, rather than
dividing the sum of squared deviations by n (which may seem more intuitive). By
dividing the sum of the squared deviations by n - 1 instead of n, we correct for the
known tendency of the sample variance to underestimate the population variance.11
The correction is more pronounced for smaller samples (smaller values of n) than
for larger samples (larger values of n). You may also be wondering whether it would
be simpler to use the absolute value of deviations from the mean and bypass the
steps of squaring deviations and taking the square root of variance. This would give
us another, less widely used, measure of dispersion, mean absolute deviation, which
will be a lower number than the variable’s standard deviation.
If we apply the steps outlined above to the GSS variable that measures
how much television people watch per day, we find its standard deviation equals
2.7 hours. Coupled with the variable’s mean, 2.9 hours, this statistic tells you a lot
about this interval-level variable. If pressed for time and/or space, report an intervallevel variable’s mean and standard deviation. The standard deviation of our scale of
economic liberalism is 3.5 programs. Does this mean public opinion on government
spending is more varied than public television viewing habits? No, it does not. Avoid
comparing the variances or standard deviations of variables measured with difference metrics. For example, 2.7 is a smaller number than 3.5, but we could multiply
2.7 by 60 and get the standard deviation of television watching in minutes per day
(161 minutes).
You can compare measures of dispersion for two feeling thermometer variables
because they are measured on the same scale. Take a few moments to familiarize
yourself with Table 2-7, which provides summary information for feeling thermometer scores for three significant institutions: Congress, the U.S. Supreme Court,
and big business. How does the public feel about these three institutions? Notice
that these thermometer scales have identical modes (50), but the mean and median
feeling thermometer scores are highest for the U.S. Supreme Court (58.30 and 60,
respectively) and lowest for Congress (43.29 and 44, respectively). Based on the
interquartile range, feelings about Congress were more varied than feelings about
the Supreme Court or big business. The IQR for Congress is 30 points (the difference between the 25 percent value, 30 points, and the 75 percent value, 60 points),
while the IQR for the Court is 20 points and the IQR for big business is 22 points.
The interquartile range is one element in a box plot, a traditional graphic
form that is enjoying something of a renaissance. A box plot, which is sometimes called a box-and-whiskers plot, communicates a five-number summary of a
variable: minimum value, lower quartile (25th percentile), median, upper quartile
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Table 2-7

Summary Information for Three Feeling Thermometers
U.S. Supreme
Court

Congress

Big Business

43.29

58.30

49.79

Standard deviation

22.54

19.97

22.45

Mode

50

50

50

3,618

3,608

25

30

50

50 (Median)

44

60

75

60

70

40

50

62
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Source: 2016 American National Election Study.
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(75th percentile), and maximum value. The shaded boxes convey three values: the
lower quartile, the median, and the upper quartile.
Figure 2-7 displays box plots for the feeling thermometer scores ANES respondents gave Congress, the U.S. Supreme Court, and big business.12 A box plot of these
feeling thermometer scores conveys a lot of information about national sentiments
about these different institutions. Consistent with the summary information in
Table 2-7, you can see that feeling thermometer scores for Congress tend to be
lower and more varied, as measured by the interquartile range, compared to scores
for the Supreme Court and big business.
The lower and upper hinges identify the variable’s minimum and maximum
values, so long as those values fall within plus or minus 1.5 times the interquartile
range of the box. For example, the IQR for big business ratings is 22 (the difference
between the 25 percent score, 40, and the 75 percent score, 62). The upper and
lower hinges identify the variable’s maximum and minimum values, provided the
maximum and minimum are within 33 points (1.5 times 22) of the shaded box. This
means that the upper hinge extends to 95 (33 points above the 75 percent mark)
and the lower hinge extends down to 7 (33 points below the 25 percent mark). Box
plots also identify outliers. Outliers are defined as cases that fall outside the upper
and lower hinges. With respect to sentiments about big business, you can see that
people who give big business scores above 95 or scores below 7 are outliers marked
with hollow circles.
Box plots convey a lot of descriptive information about interval-level variables, but it’s important to recognize what is and what is not being displayed. To
display a variable’s central tendency, a box plot shows its median rather than its
mean. To display a variable’s dispersion, a box plot emphasizes its interquartile
range as opposed to the variable’s standard deviation, an alternative measure
of dispersion. When a variable is measured at the interval level, our toolkit for
describing it is wide open. No single piece of information tells us everything we
should know about it. When we describe a variable, we should communicate its
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Figure 2-7 Box Plots of Three Feeling Thermometer Variables
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most important and interesting features. This often requires us to use our best
judgment. In some situations, we can describe a variable better by changing its
level of measurement. In the next section, we describe some useful methods of
transforming variables.

TRANSFORMING VARIABLES

D

o

no

tc

op
y,

In the preceding sections, we discussed the essential features of variables, levels of
measurement, and how to describe the central tendency and dispersion of variables.
How we describe a variable’s values depends on its level of measurement. In general,
it’s preferable to use precise, interval-level measurements, but this isn’t always possible and sometimes, simplicity is preferable to precision. In this section, we discuss
some methods that political scientists use to transform variables.
Transforming a variable is like translating text from one language to another to
make it easier to for someone to read or adding the same number to both sides of a
math equation to simplify it. When a variable is properly transformed, the researcher
changes the form of the variable’s values without distorting its substantive content.
Just as document translation doesn’t destroy the original document, variable transformation creates a new variable without erasing the original variable.
We discussed one important example of transforming data in Chapter 1: creating aggregate-level measures from individual-level data. For example, a public opinion researcher might aggregate individual-level opinions about a policy by state to
estimate the percentage of each state’s population that favors or opposes the policy.
When a researcher aggregates an individual-level favor/oppose response by state,
the researcher is not only moving from an individual-level to an aggregate-level unit
of analysis, the researcher is also transforming the response from a nominal-level
measure (favor or oppose) to an interval-level measure (the percentage who favor/
oppose in each state). As we’ll see, this is one example of several methods used to
increase the level of measurement.
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In situations where simplicity is preferable to precision, a researcher may want to
lower the level of measurement of a variable by transforming an interval-level measurement to an ordinal-level, or even a nominal-level, measurement. Additionally,
some variable transformations are mathematical procedures, like taking the log of a
variable that’s significantly right skewed. Mean centering and standardizing variables
are also common transformations.

Additive Indexes
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An additive index is a summation of ordinal variables, each of which is coded identically, and all of which are measures of the same concept. An additive index, also
called a summative scale or ordinal scale, provides a more precise and more reliable
measurement of a characteristic. By creating an additive index, the researcher creates
an interval-level variable from an ordinal-level variable, thereby increasing the level
of measurement of the concept. Given the wealth of ordinal variables, particularly in
the measurement of attitudes, additive indexes are common sights in social research.
A simple index of economic liberalism was described earlier in this chapter:
Present respondents with eighteen government programs and add up the number of
times they would “increase spending.” Scores on the simple index of economic liberalism range from 0 to 18. The blueprint for this simple index is easy to understand,
but it doesn’t use all the information contained in the responses about the eighteen
policy areas. The simple index doesn’t differentiate between the “keep about the
same” and “decrease spending” responses.
A more finely-tuned measure of economic liberalism could be achieved by coding responses to each program with a three-value ordinal: “decrease spending” coded
−1, “keep the same” coded 0, and “increase spending” coded 1. When these codes
are summed across eighteen programs, index scores could range from −18 (decrease
in all areas) to +18 (increase in all areas). This more finely-tuned index of economic
liberalism would help us tell the difference between those who don’t want to increase
many programs and those who would want to cut spending in many areas.
Both of the examples just mentioned—the 0 to 18 index and the −18 to 18
index—loosely fit the Likert approach to index construction. As conceived by its
originator, Rensis Likert, a Likert scale is an additive index of 5- or 7-value ordinal
variables, each of which captures the strength and direction of agreement (or disagreement) with a declarative statement.13
Consider Table 2-8, which displays four Likert-type survey questions used to
create an index of egalitarianism, the extent to which individuals believe that government and society should reduce differences between people. For each statement,
respondents are given five answer choices: “agree strongly,” “agree somewhat,” “neither agree nor disagree,” “disagree somewhat,” or “disagree strongly.” Feel free to
answer these questions yourself so you can calculate your own egalitarianism index
score.
How do we transform responses to these four questions into a single measure
of egalitarianism? You may have noticed that agreement with the first and last statements denotes greater egalitarianism, while agreement with the second and third
statements denotes less egalitarianism. So, the respondent gets 4 points for “agree
strongly” responses to statements one and four and 4 points for “disagree strongly”
responses to statements two and three. The respondent gets 3 points for “agree
somewhat” responses to statements one and four and 3 points for “disagree somewhat” responses to statements two and three. Each “neither agree nor disagree”
response count for 2 points. The respondent gets 1 point for “disagree somewhat”
responses to statements one and four and 1 point for “agree somewhat” responses
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Table 2-8

Items in a Likert Scale of Egalitarianism

Agree
Strongly

Agree
Somewhat

Neither
Agree nor
Disagree

Disagree
Somewhat
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1. Our society should do
whatever is necessary
to make sure that
everyone has an
equal opportunity to
succeed.
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4. If people were treated
more equally in this
country, we would
have many fewer
problems.

is

2. This country would
be better off if we
worried less about
how equal people are.
3. It is not really that
big a problem if some
people have more of
a chance in life than
others.

Disagree
Strongly

Source: 2016 American National Election Study, variables V162243 to V162246.
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to statements two and three. Responding “disagree strongly” to statements one and
four and “agree strongly” to statements two and three adds 0 points to the overall
egalitarianism scale score. Since each question is worth 0 to 4 points, the additive
index of egalitarianism goes from 0 to 16.
Alternating the direction of the statements used to create the egalitarianism
index complicates question scoring, but it helps reduce measurement error. Survey
designers do this to combat the tendency of respondents to agree with survey statements, a nagging but fixable source of systematic measurement error. The quantity and redundancy of the questions—in how many ways can the interviewer ask
the same thing?—are signatures of Likert scaling. The similarity of the questions
ensures that only one concept is measured. And, generally speaking, the greater the
number of questions, the more reliable the scale.14
Likert scales are perhaps the most encountered members of a larger class of
ordinal-scaling techniques.15 Obviously, methodologists have made much progress
in developing better ordinal-based measurements. But one of the worst-kept secrets
in social research is that investigators routinely describe and analyze these scales as
if they were interval-level measures. This is one of the longest-debated practices
in social science methodology. Two questions arise: (1) Is it appropriate to treat an
ordinal scale as an interval variable? (2) Why does it matter? To the first question:
If certain conditions are met, the answer is yes.16 To the second question: It matters
because a variable’s level of measurement determines how precisely we can describe it.
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When this issue arises, candidly acknowledge the issue, be transparent about how
you conduct your analysis, and evaluate whether conclusions you reach depend on
how you categorized the level of measurement. For example, if you choose to characterize an ordinal-level variable as an interval-level variable to calculate its mean,
be transparent about this decision and evaluate whether you would reach the same
conclusion if the variable were considered an ordinal-level measurement.

Sometimes Less Is More: Simplifying Variables
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It’s generally advisable to collect precise information. But when the researcher uses
the data, the researcher may want to lose some precision to gain a better perspective
on the concept being measured.
Consider, for example, the interval-level measurement of the number of hours
of television people watch per day, which we described earlier in this chapter. Should
we describe broad patterns of viewership instead of making a complete, hour-byhour account of the data? We could simplify the interval-level measure of hours
viewed daily into an ordinal-level ranking: light viewers (0 to 1 hours), moderate
viewers (2 to 3 hours, which encompasses the mode, median, and mean), heavy viewers (4 to 6 hours), and extreme viewers (7 or more hours). Compare the frequency
distribution table of this simplified, ordinal-level measure of television viewing,
Table 2-9, to the more detailed Table 2-4. As before, the distribution of the variable’s
values can be depicted visually using a bar chart. Simplifying the measure of television viewing also simplifies the bar chart.
Inequalities can also be used to simplify interval-level variables to make them
more useful for applied analysis. Consider, for example, doing research on the difference a candidate makes in an election. People tend to vote according to longstanding partisan preferences for either the Republican or Democratic Party, but
people may vote contrary to their partisan preferences in an election if they like the
opposing party’s candidate or dislike their own party’s candidate. We can compare,
for example, how people rated Donald Trump on a feeling thermometer to how they
rated the Republican Party before the 2016 election and do the same with the feeling
thermometer scores for Hillary Clinton and the Democratic Party. In this analysis,
we’re not interested in how much people like the candidates and their parties, but
rather whether they like the candidates more than their parties, they like the parties
more than the candidates, or they feel the same about them. We can compare two
sets of interval-level feeling thermometer variables with inequalities to create the
two ordinal-level measures seen in Figure 2-8.
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Table 2-9 Frequency Distribution of Television Viewing as an
Ordinal Variable
Category

Frequency

Percentage

Light (0–1 hours)

161

29.7%

Moderate (2–3 hours)

396

42.6%

Heavy (4–6 hours)

508

21.0%

Extreme (7 or more hours)

292

  6.7%

1,879

100.0%

Total
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Figure 2-8 Candidates and Parties Compared Using Inequalities
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How many people liked the candidate more than, the same as, or less than his or
her party? It’s interesting to see in both cases how many people have warmer feelings
about the party than the party’s presidential candidate; “Favor party” is the modal
value of each variable.
Transforming an interval-level variable into an ordinal-level variable is particularly useful for showing general patterns that are obscured by excessive detail. For
example, public opinion on some social issues varies with age, but if you attempt
to look too closely at year-by-year variation in a sample, you’re likely to “miss the
forest for the trees.” If you instead show differences by generation or age cohorts,
trends and patterns are much clearer.17 Consider two depictions of the same relationship in Figure 2-9. Both panels show a relationship between a respondent’s age and
the percentage in favor of requiring wedding businesses to serve gay couples. The
left panel shows the percentage of individuals supporting the right to service, with
respondents’ age measured as an interval-level variable. The right panel shows the
same percentage by respondents’ age group. Although the left panel displays more
information, it is less informative than the right panel. When support for requiring
wedding businesses to serve gay couples is measured year by year, we see a lot of
random measurement error, particularly the level of support at advanced ages with
relatively few respondents; the data are sliced too thinly. By lowering the precision
of the variable measuring respondents’ age from interval to ordinal level, we’re able
to show a clear trend.
Transforming an interval-level variable to show general patterns that are
obscured by excessive detail also applies to graphic representations. We’ve already
discussed making bar charts that show the relative frequency of different values
of a variable. Histograms offer another method of graphing the distribution of an
interval-level variable with many unique values. Whereas a bar chart shows the
percentages (or frequency) of cases in each value of a variable, a histogram shows
the percentage or frequency of cases falling into intervals of the variable. These
intervals, called bins, compress the display, removing choppiness and gaps between
the bars. Consider, for example, a variable that measures the economic significance
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Figure 2-9 Public Opinion by Age Measured at Interval and Ordinal Levels
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of international trade as a percentage of a country’s gross domestic product (GDP).
The value of this interval-level variable is not the same in any two countries; every
country has a unique value. A bar chart, then, would show 162 bars with the same
height, which is not very informative. We can instead display the relative number of
cases within intervals of the variable to obtain a better perspective on the economic
importance of trade around the world (Figure 2-10).
The histogram’s plotting intervals are called bins and you can specify how wide
you want them to be. In the left panel of Figure 2-10, the histogram bins are each 25
percentage points wide. The middle panel shows the same data with bins set at 50
percentage-point intervals. The height of the bars represents the number of countries
with values of the variable in each interval. Referring to the middle panel, we can see
that international trade is 50 to 100 percent of the value of GDP in nearly 80 countries.
Density plots (also called kernel density plots) are an alternative to histograms
for visualizing the distribution of an interval-level variable. Density plots display a
“running average” of observations across the range of observed values. The right
panel of Figure 2-10 provides a density plot of trade as a percentage of GDP in
countries around the world. You can adjust the level of detail displayed on a density
plot by modifying how the density line is fit to the variable’s values and how smooth
the line should be. Adding to the buffet of options, you can even superimpose a density line on a histogram. Histograms and density plots both allow the researcher to
“zoom in” to show greater detail and “zoom out” to reveal general patterns in data.
Creating effective graphics is as much of an art as it is a science. When you create
histograms or density plots to describe the distribution of an interval-level variable’s
values, try to display the right amount of detail.

Centering and Standardizing Interval-level Variables
To gain a better understanding of the relationship between science knowledge
and public opinions about science policy, the 2016 General Social Survey included
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Figure 2-10 Histograms and Density Plots of Trade as a Percentage of Gross
Domestic Product

Histogram, bin width 25%

Histogram, bin width 50%

20

0.01

60

0.008

50
40
30
20

10

0.006
0.004
0.002

10

0

is

0
0 100 200 300 400
Trade as Percentage of GDP

0 100 200 300 400
Trade as Percentage of GDP

Source: The World Bank 2016 Companion Book's dataset.

0 100 200 300 400
Trade as Percentage of GDP

rd

0

ut
e

Frequency

30

70

tri
b

40
Frequency

Density plot

80

Density

50

po

st
,o

the following 10 questions to test respondents’ science knowledge. Try answering
these questions yourself. After you’ve taken the quiz, find the correct answers in the
chapter Notes, so you can score your science knowledge quiz.18 We’ll use your quiz
results to discuss an important measurement strategy.
� T   � F

2. All radioactivity is man-made.

� T   � F

3. It is the father’s gene that decides whether the baby is a
boy or a girl.

� T   � F

4. Lasers work by focusing sound waves.

� T   � F

5. Electrons are smaller than atoms.

� T   � F
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1. The center of the Earth is very hot.

� T   � F

7. The universe began with a huge explosion.

� T   � F

no

6. Antibiotics kill viruses as well as bacteria.

D

o

8. The continents on which we live have been moving their
locations for millions of years and will continue to move
in the future.
9. Human beings, as we know them today, developed from
earlier species of animals.

10. Does the Earth go around the Sun, or does the Sun go
around the Earth?

� T   � F

� T   � F
� Earth goes
around sun.
� Sun goes
around earth.

Total correct answers (see the chapter Notes for answers)

________________
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There are some situations where a measurement provides useful information
on the relative amount of some property in the units of analysis but potentially misleading information about the absolute value of that characteristic. In these cases,
the researcher may want to transform the variable and use only the useful element of
the data. If you’ve ever had an instructor “grade on a curve,” you’ve had some firsthand experience with this type of variable transformation. Raw scores provide useful
information about the relative performance of students (i.e., who has done better or
worse on the test), but they may be systematically too low or too high compared to
a standard numeric grading scheme.
As we discussed above, some scales are made by summing the values of
several variables. Each science quiz question creates a variable and the number
of right answers can be summed to create an index of science knowledge. The
raw scores, however, are not very informative; they tell us more about the difficulty of the quiz than the extent of public science knowledge. Even though the
quiz scores can’t be used to assess whether people know enough about science,
they can be used to compare respondents to one another. There are several ways
to rescale the quiz scores that may make them more useful. Mean centering
involves subtracting the mean value of the variable from each observed value.
The mean science quiz score on the 2016 GSS was 6.03. Your mean-centered
score tells you how many more or fewer questions you answered correctly
compared to the typical person.
Your raw score _____ − 6.03 = _____ is your mean-centered score.
Another way of rescaling the scores, standardizing, tells you not only whether
you scored higher or lower than the national mean, but also how many standard
deviations higher or lower your score was. The standard deviation of science quiz
scores was 2.17. Dividing the difference from the mean by the standard deviation of
scores yields standardized scores that are independent of the number of questions
on the quiz (although standardized scores from a short quiz will be less reliable than
those generated by a longer quiz). For this reason, standardized scores can be very
informative. Your standardized score tells you how many standard deviations above
or below the mean your raw quiz score was.
Your raw score _____ − 6.03 = _____ / 2.17 = _____ is your standardized score.
A researcher could use standardized science quiz scores to address potential
problems caused by the difficulty or number of quiz questions. Standardizing variables to make comparisons will re-emerge as a major theme in later chapters on
inferential statistics, so your experience centering and standardizing the values of a
variable will pay off handsomely. In this context, we should note that your standardized science quiz score does not translate to any specific percentile ranking on the
science quiz because the raw scores don’t have a defined, bell-curve–like distribution.
To determine what percentile your score falls in, you could compare your raw score
to a frequency distribution of science quiz scores, a method of analysis discussed
earlier in this chapter.

Advanced Data Transformation Methods
To this point, we’ve covered several essential variable transformation techniques
that help researchers enrich their understanding of political phenomena and communicate the results of their analysis more effectively. These techniques and other
methods of transforming data to create new variables are useful, but we don’t want
to leave you thinking this type of political analysis is just a collection of tricks of the
trade. Some of the most exciting and interesting developments in political science
are innovative methods of measuring concepts using data stored in other forms.
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When researchers improve their measures of concepts of interest, they gain
insights into phenomena that were previously shrouded in mystery. Political scientists launched a “behavioral revolution” by surveying random samples of voters
about their political opinions, beliefs, and attitudes. Their surveys provided some of
the first real insights into what goes on in the minds of American voters. The supply
of empirical data was limited, and statistical methods used to analyze it were (and
still are for the most part) geared to studying small samples. Times have changed. We
live in an interconnected, digital information age. There is an incredible amount of
data produced every day. We are overloaded by information. Given the abundance of
data, opportunities for innovative political science research are practically endless if
one can make sense of “big data” and not get lost in it. We’ll introduce some methods
political scientists have used to extract useful information from massive amounts of
data. We’re only scratching the surface in this section, but we think scratching the
surface will show you how rich this field of research is.
Researchers use network analysis to transform evidence of social connections
among people into quantitative measures and maps of social structures that explain
political phenomena. In network analysis, the units who make connections are called
nodes (or vertices) and the connections they make are called edges (also ties or links).
Ties between people signify social connections, but social connection is an abstract
concept. Evidence of social connections among nodes takes a variety of forms: collaborating on legislation, exchanging correspondence, following/friending, being
members of the same club, or serving on the same corporate board. Often, nodes
are people, but they don’t have to be. In some network analyses, a court opinion is a
node and it’s connected to the prior opinions it cites and the future opinions that cite
it. Network analysis is not limited to social networks; it can be applied, for example,
to study ties between institutions, ideas, or documents.
Using raw data on social connections among political actors, the researcher
creates a data matrix about the connections between each possible pair of nodes.
The researcher must understand the network to analyze it correctly. Often, the data
matrix will show 0 for unconnected nodes and 1 for nodes that are connected, but it
may also show the number of connections between nodes (this would certainly be
the case if all nodes were connected but varied in the number or intensity of connections). The researcher must also determine if the ties between nodes go both ways,
creating a symmetrical data matrix, or if it’s important to distinguish ties to and from
a node that would characterize a directed network.
Having compiled data on social connections among political actors, network
analysts can describe how the actors are connected, often with visual maps of the
network, and estimate the centrality, or importance, of nodes within the network.
There are several ways to measure a node’s centrality; a node is central to a network
if it has ties to many other nodes or helps connect other nodes to the rest of the
network. You’ve probably had to think about the centrality of nodes in a network
if you’ve flown somewhere and had to take a connecting flight to get to your destination. Some airports serve as network hubs (high centrality) to connect regional
airports.19 Network analysis, then, is a method used to measure the empirical properties of a concept that’s fundamental to social sciences: social influence. This measurement method allows researchers to seek answers to all sorts of interesting questions:
Who is well connected? How did they gain influence? What’s the effect of social
influence? Are networks stable over time? By applying network analysis methods to
raw data, political scientists can use network analysis to gain insight into important
political matters.
Another exciting method being used to transform massive amounts of data into
interval-level measures of important political concepts is automated content analysis.
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Researchers use content analysis to transform non-numeric text (qualitative information)
into numeric data (quantitative data).
Political scientists frequently encode information contained in documents to
make it possible to use quantitative methods in their research. When there are only
a few documents to analyze, the researcher may operationalize a variable coding
protocol and analyze the texts manually. If a researcher asks policymakers an openended interview question, the researcher can code whether subjects mentioned a
certain person or thing in their responses. When researchers conduct substantive
content analysis, they analyze the structure of documents. For example, a researcher
may be interested in the type of questions that were asked at a hearing or how much
space in a newspaper article was devoted to describing a candidate’s appearance.
When there are many documents to analyze and the researcher is interested in
qualities like tone, sophistication, and subject matter, computers can help researchers quantify the variable properties of documents. To extract the essence of a document, most automated content analysis methods will compile a list of words in a
document and count how often each appears. To simplify matters, the text may be
processed so that multiple forms and tenses of a word are treated equivalent, and
common articles, proper nouns, numbers, and special characters are disregarded.
You’ve probably seen this type of language processing used to transform a document
into a wordcloud, a visualization of words that characterize a document. Computers
can transform texts into word lists quickly and these simplified document summaries
are the basis for automated text analysis.
Sometimes the researcher will identify known characteristics of texts, like the
authorship of the Federalist Papers or the ideological direction of party manifestos,
using text analysis to identify words that epitomize one of Alexander Hamilton’s
Federalist Papers or a Democratic Socialist Party Manifesto. Based on this analysis of
texts with known characteristics, researchers can then apply the analysis to texts with
unknown characteristics in order to identify the author of disputed Federalist Papers
or evaluate the ideological character of many party manifestos. Some automated
content analysis methods are supervised by the researcher and others are not (unsupervised machine learning). A researcher may also use automated content analysis to
uncover the organizing principles in a collection of documents. Given the volume of
text generated daily on blogs, social media, and comments sections of news stories,
there is plenty of text to analyze; if automated text analysis helps us make sense of it,
it may lead to some profound insights.
Of course, increasingly sophisticated methods of measuring concepts of interest
will not help political science progress unless they help us better understand politics.
New measurements should help us explain or predict something. As the examples of
network analysis and automated content analysis illustrate, the methods we use to
measure concepts are an important and interesting aspect of political analysis.

D

SUMMARY
Variables are perhaps more variable than you had
realized before reading this chapter. Table 2-10
provides a thumbnail summary of key differences
in variables, by level of measurement.
Let’s review these points, beginning with the
nominal-ordinal-interval distinctions, a persistent

source of confusion. The confusion can usually be
cleared up by recalling the difference between a variable’s name and a variable’s values. A variable’s name
will tell you the characteristic being measured by
the variable. But a variable’s values will tell you the
variable’s level of measurement. To figure out a
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Table 2-10

Measuring and Describing Variables
Level of Measurement
Nominal

Ordinal

Interval

P

P
P

P
P
P

•	Separates cases into categories
•	Allows you to rank cases
•	Determines the exact amount

tri
b

Central Tendency:

P

• Mode

P
P

Dispersion:
•	Low if one mode prominent

•	High if no clear mode

st
,o

•	Low if clustered around median
•	Low if clustered around mean

•	High if cases spread among values

P
P

•	High if mean and median far apart

P
P
P

po

• Quantified by variance

P
P

rd

P

is

• Median
• Mean

• Quantified by standard deviation

op
y,

Skew:

• Can be positive or negative

tc

•	Bar chart

•	Histogram

no

•	Density plot
•	Box plot

D

o

variable’s level of measurement, focus on the values
and ask yourself this question: Do the values tell
me the exact amount of the characteristic being
measured? If the answer is yes, then the variable is
measured at the interval level. If the answer is no,
ask another question: Do the values allow me to say
that one unit of analysis has more of the measured
characteristic than another unit of analysis? If the
answer is yes, then the variable is measured at the

P

P
P
P
P
P
P
P
P
P
P
P

P

P
P

P

P
P
P
P

• Can be quantified
Graphics:

ut
e

Precision:

ordinal level. If the answer is no, then the variable
is measured at the nominal level. Let’s apply these
steps to an example.
Survey researchers and demographers are interested in measuring geographic mobility, the extent
to which people have moved from place to place
during their lives. What values are used to measure
this variable? Typically, respondents are asked this
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For interval variables, find the mode, median, and
mean. Because frequency distributions for interval
variables tend to be inelegant, a bar chart is essential
for getting a clear picture. Consider the three measures of central tendency and examine the shape of
the distribution. If the mode, median, and mean fall
close to each other on the variable’s continuum, and
the cases tend to cluster around this center of gravity,
then use the mean to describe the average value. Just
as with nominal and ordinal variables, a diverse spread
of cases denotes greater variation. Interval variables
also allow evaluations of symmetry. Is the mean a lot
higher or lower than the median? If so, then the distribution may be skewed. Describe the source of skewness. Examine the bar chart and decide whether using
the mean would convey a distorted picture of the
variable. For badly skewed variables, use the median
as the best representation of the distribution’s center.
For interval variables with many values, identify the
interquartile range, the range of values between the
25th and 75th percentiles. Use the interquartile range
to compare the dispersion of two or more variables
that are measured along the same scale.
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,o

A variable’s level of measurement, as we have seen,
determines how completely it can be described. We
have also seen that describing a variable requires a
combination of quantitative knowledge and informed
judgment. Table 2-10 offers some general guidelines
for interpreting central tendency and dispersion.

For ordinal variables, find the mode and median.
Examining the bar chart, mentally construct a
few sentences describing the variable. Just as with
nominal variables, imagine a maximum dispersion
scenario: Does the actual spread of cases across the
variable’s values approximate maximum variation?
With ordinal variables, you also can compare the
modal and median values. Are the mode and median
the same, or very close, in value? If so, the central
tendency of the variable can be well described by
its median. If the mode and median are clearly different values, then it probably would be misleading
to make central tendency the focus of description.
Instead, describe the variable’s dispersion.

rd

question: “Do you currently live in the same city
that you lived in when you were 16 years old? Do
you live in the same state but a different city? Or do
you live in a different state?” So the values are “same
city,” “same state but different city,” and “different
state.” Look at these values and follow the steps. Do
the values tell you the exact amount of geographic
mobility, the characteristic being measured? No, the
values are not expressed in an interval unit, such as
miles. So this is not an interval-level variable. Do
the values allow you to say that one person has more
of the measured characteristic than another person?
Can you say, for example, that someone who still
lives in the same city has more or less of the characteristic, geographic mobility, than someone who
now lives in the same state but in a different city?
Yes, the second person has been more geographically mobile than the first. Because the values permit
us to tell the relative difference between the individuals, this variable is measured at the ordinal level.

no

tc
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y,

For nominal variables, find the mode. Using a bar
chart as a visual guide, ask yourself these questions:
Is the distribution single peaked with a prominent
mode? Is there more than one mode? Visualize
what the bar chart would look like if the cases were
spread evenly across all values of the variable. What
percentage of cases would fall into each value of the
variable if it had maximum variation? Compare this
mental image to the actual distribution of cases.
Would you say that the variable has a large amount
of dispersion? A moderate amount? Or are the
cases concentrated in the modal value?

Take a closer look. edge.sagepub.com/pollock

o

KEY TERMS

D

additive index (p. 56)
automated content
analysis (p. 63)
bar chart (p. 41)
bimodal distribution (p. 44)
box plot (p. 53)
central tendency (p. 39)
centrality (p. 63)
cumulative percentage (p. 42)

density plot (p. 60)
dispersion (p. 40)
frequency distribution (p. 40)
histogram (p. 59)
interquartile range (p. 50)
interval-level variable (p. 37)
Likert scale (p. 56)
mean (p. 39)
mean centering (p. 62)

median (p. 39)
mode (p. 39)
negative skew
(p. 47)
network analysis
(p. 63)
nominal-level
variable
(p. 36)

Screencasts
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ordinal-level variable (p. 37)
percentile (p. 43)
positive skew (p. 47)
range (p. 50)
raw frequency (p. 40)

resistant measure of central
tendency (p. 48)
skewness (p. 46)
standard deviation (p. 50)

standardizing (p. 62)
total frequency (p. 41)
variable (p. 34)
variance (p. 52)

EXERCISES

• Age
• Abortion opinion

rd

A. If the commentator’s characterization of
Dewey Cheatum is correct, what would
a bar chart of Cheatum’s approval ratings
look like? Sketch a bar chart that would fit
the commentator’s description.

• Taxable income
• Millennial
• Lenient
• Religious denomination

st
,o

• 57 years

tc

op
y,

po

2. Below are the raw frequencies for two ordinal
variables, each of which measures individuals’
attitudes toward equality: a measure of
egalitarianism (part A), and a measure of
tapping level of support for equal pay for
men and women (part B). The egalitarianism
variable, which is based on the Likert-type scale
introduced in this chapter, has three values: low,
medium, and high egalitarianism. The equal
pay variable also has three values: people can
either favor equal pay for men and women, take
a middle position, or oppose equal pay.20

For each variable, do the following:
(i) Construct a frequency distribution, including
frequencies, percentages, and cumulative
percentages. (ii) Sketch a bar chart. (iii) Identify
the mode. (iv) Identify the median. (v) State
whether the variable has high dispersion or low
dispersion. (vi) Explain your answer in (v).

no
o
D
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• Independent-leaner

3. A news commentator describes a political
candidate, Dewey Cheatum, this way: “Dewey
Cheatum is a very polarizing person. People
either love him or hate him.” Suppose a large
number of voting-age adults were asked to
rate Dewey Cheatum on an 11-point scale.
Respondents could give Cheatum a rating
ranging between 0 (they strongly disapprove
of him) and 10 (they strongly approve of him).

tri
b

1. A list of terms follows. For each term, do
the following: (i) State whether the term is a
variable name or a variable value. (ii) State the
level of measurement. Example: Support for
same-sex marriage. (i) Variable name.
(ii) Ordinal.

A. Raw frequencies for the egalitarianism
variable: low egalitarianism, 1,121;
medium egalitarianism, 1,133; and high
egalitarianism, 1,359.
B. Raw frequencies for the equal pay variable:
favor equal pay, 3,187; middle position,
308; and oppose equal pay, 141.

B. Still assuming that the political
commentator is correct, which of the
following sets of values, Set 1 or Set 2, is
more plausible?
� Set 1: median, 5; mode, 5.
� Set 2: median, 5; two modes (bimodal),
2 and 7.
Explain your choice. Why is the
set of numbers you have chosen
more plausible than the other set of
numbers?
C. Now suppose that you analyze the
actual data and find that the political
commentator is, in fact, incorrect. Instead,
the following characterization best
describes the bar chart of approval ratings:
“Dewey Cheatum is a consensus builder,
not a polarizer. He generally elicits
positive ratings from most people, and
there is little variation in these ratings.”
Sketch a bar chart that would fit this new
description. Invent plausible values for the
median and mode of this distribution.

4. Below is a horizontal axis that could be used
to record the values of an interval-level
variable having many values, ranging from low
values on the left to high values on the right.
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Draw and label three horizontal axes just like
the one shown below.

C. Mike Pence’s ratings have a greater amount
of variation than Tim Kane’s ratings.

__________________________________________

D. A respondent who rated Mike Pence at
58 would have a mean-centered score of
about 10.

High

A. Imagine that this variable has a negative
skew. What would the distribution
of this variable look like if it were
negatively skewed? On the first axis you
have drawn, sketch a curve depicting a
negative skew.

E. A respondent who rated Time Kane at 33
would have a standardized score of −.5.

C. Imagine that this variable has no skew. On
the third axis you have drawn, sketch a
curve depicting no skew.

0

Frequency

Percentage

1,908

53.6

1

628

17.6

518

14.5

3

258

  7.2

4

123

  3.4

5

76

  2.1

49

  1.6

3,558

100.0

2

op
y,

po

st
,o

5. Several of this chapter’s examples used ANES
feeling thermometer scales to illustrate
central tendency and dispersion for interval
variables. Below is summary information for
two more ANES thermometer scales that
report ratings for the 2016 vice presidential
candidates: Republican Mike Pence and
Democrat Tim Kane.21 Examine the
summaries and think about how the variables
are shaped. Consider statements A to E. For
each statement, do the following: (i) State
whether the statement is true or false.
(ii) Explain your answer.

Number of
Memberships

is

B. Imagine that this variable has a positive
skew. On the second axis you have drawn,
sketch a curve depicting a positive skew.

tri
b

ut
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6. Below is a frequency distribution of the
number of voluntary associations people
reported being members of in 2016.22 Suppose
you wanted to collapse this variable into
four ordinal categories that measure levels of
membership: None, Low, Moderate, and High.

rd

Low

Standard
deviation

48.2

46.0

29.4

25.9

50

50

no

Mode

Tim Kane

tc

Mean

Mike Pence

o
D

50 (Median)
75

Total

A. Create an empty frequency distribution
table, like the one below:
Level of
Membership

Frequency

Percentage

3,558

100.0

None
Low
Moderate

Quartiles:
25

6 or more

30

30

High

50

50

Total

70

60

A. The Tim Kane feeling thermometer has a
negative skew.
B. The mean of the Mike Pence
thermometer provides an accurate
measure of central tendency.

B. Make some reasonable methodological
decisions about how to collapse the
number of memberships into the four
ordinal categories. For example, because
“None” is the lowest ordinal level, clearly
1,908 respondents (53.6 percent) would
be assigned to that category. Write down
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B. Suppose a respondent “always” pays
attention to politics and elections and pays
“a lot” of attention to the news. What
score would this respondent have on the
additive index?
C. Suppose a respondent pays attention
to politics and elections “about half the
time” and follows the news “a little.” What
score would this respondent have on the
additive index?

po

st
,o

A. This chapter discussed how to convert
a raw value, such as a score on the
nationalism scale, into a standardized
score. A standardized score is obtained by
dividing the raw value’s deviation from
the mean by a standard unit. The standard
deviation is a standard unit that can be used
to convert deviations from the mean into
standardized scores. Calculate standardized
scores for each of the following raw
nationalism scores: 5, 9, 14, 16, and 19.

A. If a researcher were to combine these two
ordinals into an additive index, the score
would range from what lowest value to
what highest value?

tri
b

7. A scholar is studying the extent to which
people hold nationalistic beliefs. She obtains
measurements on a large random sample of
U.S. adults. Each respondent is measured
along a nationalism scale that runs from a raw
score of 0 (low nationalism) to a raw score of
24 (high nationalism). A computer analysis
reveals that the mean is equal to 14, with a
standard deviation equal to 5.

is

C. Having made your decisions in part B,
go ahead and fill in the frequencies and
percentages for the collapsed table you
created in part A.

measures respondents’ interest in politics. The
first question asks how often the respondent
pays attention to politics and elections. The
codes are as follows: 1, Never; 2, Some of the
time; 3, About half the time; 4, Most of the
time; and 5, Always. The second question asks
about attention to the news on any media: 1,
None at all; 2, A little; 3, A moderate amount;
4, A lot; and 5, A great deal.

rd

the number of memberships you would
combine to create the “Low” category,
the “Moderate” category, and the “High”
category.

no
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B. The scholar wants to collapse the
scale into four ordinal categories: low
nationalism, assigned to respondents
with standardized scores of less than −1;
medium-low nationalism, assigned to
respondents with standardized scores in
the range between −1 through 0; mediumhigh nationalism, for standardized scores
of greater than 0 through +1; and high
nationalism, assigned to respondents with
standardized scores of greater than +1.
What are the raw-score ranges for each of
the four ordinal categories?

D

o

8. Think about two survey questions that could
be combined to create an additive index that
Respondent

Health Care
Opinion Score

1

0

2

6

9. Seven individuals have been asked to register
their opinions on health care reform. Opinions
are gauged by a scale that ranges from 0 (the
respondent favors a plan based on private
medical insurance) to 20 (the respondent
favors a government-based plan). The health
care opinion scale scores for each individual
are as follows: 0, 6, 8, 10, 12, 14, 20.
A. What is the mean health care opinion
score for this group?
B. Write down five column headings
on a sheet of paper, like the columns
shown below: “Respondent,” “Health
Care Opinion Score,” “Deviation from
the Mean,” “Deviation Squared,” and
“Standardized Score.” The first two
columns have been filled in. For this part
of the exercise (part B), fill in the two
columns labeled “Deviation from the
Mean” and “Deviation Squared.”

Deviation
from the Mean

Deviation
Squared

Standardized
Score
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Health Care
Opinion Score

3

8

4

10

5

12

6

14

7

20

Deviation
from the Mean

Standardized
Score

D. You now have calculated the information
you need to fill in the remaining column,
“Standardized Score.” Go ahead and fill in
the remaining column.

is
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C. Using your calculations in part B, what
is the variance? What is the standard
deviation?

rd

NOTES

thought-provoking article, Braumoeller argues that
the dominant focus on “mean-centric” description
and explanation has left us theory-poor in appreciating or explaining variation. For an exposition of how
mean-centric thinking can lead to erroneous conclusions, see Stephen Jay Gould, Full House: The Spread
of Excellence from Plato to Darwin (New York: Three
Rivers Press, 1996).

This helpful hint comes from Robert A. Bernstein
and James A. Dyer, An Introduction to Political Science
Methods, 3rd ed. (Englewood Cliffs, N.J.: Prentice
Hall, 1992), 3.
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1.

Deviation
Squared

ut
e

Respondent

As we discuss in the making comparisons portion of
this chapter, sometimes trying to put too fine a
point on something obscures general patterns. For
example, we’ll see a lot of noise if we compare
support for gay rights by age in years, whereas making the same comparison by cohort makes the essential relationship more apparent.

no

tc

3.
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2. A higher level of measurement is sometimes discussed: ratio-level variables. A ratio variable has all
the properties of an interval-level measure, plus it
has a meaningful zero point—the complete absence
of the attribute being measured. As a practical matter, you will probably never encounter a research situation in which the distinction between interval and
ratio measurements makes a difference.
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4. Gary Jacobson originally came up with this measure
to use in “The Effects of Campaign Spending in
Congressional Elections,” American Political Science
Review 72 (June 1978), as one of the variables predicting campaign expenditures.
5.

See Lee Epstein and Jeffrey A. Segal, “Measuring
Issue Salience,” American Journal of Political Science
44 (Jan. 2000).

6. Bear F. Braumoeller, “Explaining Variance; Or,
Stuck in a Moment We Can’t Get Out Of,” Political
Analysis 14, no. 3 (Summer 2006): 268–290. In this

7.

We used the survey’s sample weights to produce this
frequency distribution. This gives us more nationally representative results, but also the odd sight of
fractions of people.

8. In describing a variable, whether one chooses to display the percentage of cases or the number of cases
along the vertical axis of a bar chart is largely a matter of individual preference. In either case, the relative heights of the bars will be the same. When
comparing the distributions of a variable for two or
more subsets of cases—for example, comparing the
distribution of martial statuses of Democrats with
that of Republicans—percentages must be used
because the subsets have unequal numbers of cases.
9.

Statistically speaking, a distribution that is perfectly
symmetrical, one that has no skew, has a skewness
equal to zero. Data analysis packages, such as R,
SPSS, and Stata, report an interval-level variable’s
skewness, which takes on a positive or a negative
value, indicating the direction of skew. SPSS provides a companion statistic, the standard error of
skewness, that allows the researcher to determine if
the skewness of the distribution departs too much
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from zero. One of Stata’s commands, sktest, tests the
hypothesis that a distribution is not significantly
skewed.

Edward G. Carmines and Richard A. Zeller,
Reliability and Validity Assessment (Thousand Oaks,
Calif.: SAGE Publications, 1979), 46. The superiority of multi-item scales, though long recognized, has
perhaps been underappreciated. See Stephen
Ansolabehere, Jonathan Rodden, and James M.
Snyder Jr., “The Strength of Issues: Using Multiple
Measures to Gauge Preference Stability, Ideological
Constraint, and Issue Voting,” American Political
Science Review 102, no. 2 (May 2008): 215–232.
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14.

Rensis Likert, “The Method of Constructing an
Attitude Scale,” in Scaling: A Sourcebook for Behavioral
Scientists, ed. Gary M. Maranell (Chicago: Aldine
Publishing, 1974), 233–243.

po

13.

15. Likert scales require only that each constituent item
bears an ordinal relationship with the measured
characteristic. For the items displayed in Table 2-8,
for example, Likert scaling assumes that as a respondent’s level of egalitarianism increases, so will the
probability of an egalitarian response to each individual item. Because Likert scales aggregate codes
on a strictly additive basis, respondents who are
assigned identical scores on a Likert scale may or
may not have given identical responses to all the
questions. Another technique, Guttman scaling,
requires that each item bears an ordinal relationship

o
D

16.

For a review of this debate—and for an argument
that ordinal scales can be modeled as interval variables—see Bruno D. Zumbo and Donald W.
Zimmerman, “Is the Selection of Statistical Methods
Governed by Level of Measurement?” Canadian
Psychology 34, no. 4 (October 1993): 390–400. See
also Jae-On Kim, “Multivariate Analysis of Ordinal
Variables,” American Journal of Sociology 81, no. 2
(September 1975): 261–298.
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12. Figure 2-7 annotations are based on Robert I.
Kabacoff, R in Action: Data Analysis and Graphics with
R (Shelter Island, N.Y.: Manning, 2011), 133.
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Dividing the sum of squared errors by n - 1, rather
than n, to find the variance of a sample is known as
Bessel’s correction (in honor of the statistician who
discovered it). If the eleven respondents depicted in
Table 2-6 were the entire population of interest,
making the survey a complete census instead of a
sample, variance is the summation of the squared
deviations (6,768) divided by the population size
(N = 11), which yields 615.3. We’ll explore the difference between sample statistics and population
parameters in detail in Chapter 6.

tri
b

11.

is

The IQR is not used to measure the dispersion of
ordinal-level variables. Although one can identify
the 25 percent and 75 percent values of an ordinallevel variable, the difference between these values is
essentially meaningless.

rd

10.

with the measured characteristic and an ordinal
relationship with all other items in the scale. Thus,
respondents who are assigned identical scores on a
Guttman scale must have given identical responses
to all the questions. In the Guttman logic, if we cannot use a respondent’s overall scale score to predict
each individual answer, then we cannot be sure that
the scale is tapping a single dimension of measurement. See Louis L. Guttman, “The Basis for
Scalogram Analysis,” in Scaling: A Sourcebook for
Behavioral Scientists, 142–171. For an excellent discussion of Likert, Guttman, and other scaling techniques, see John P. McIver and Edward G. Carmines,
Unidimensional Scaling (Thousand Oaks, Calif.:
SAGE Publications, 1981).

17.

See Shively, The Craft of Political Research.

18.

Science quiz answers: 1-T, 2-F, 3-T, 4-F, 5-T, 6-F,
7-T, 8-T, 9-T, 10-Earth goes around sun.

19.

They say that whether you go to heaven or hell,
you’ll have to go through Atlanta first.

20. Both variables were constructed from data from the
2016 American National Election Study. The egalitarianism variable is a collapsed version of the larger
egalitarianism scale, created from variables v162243
to v162246. The equal pay variable is based on variable 162150x.
21.

The feeling thermometers are ANES 2016 variables
v161091 (Pence) and v161090 (Kane).

22. 2016 American National Election Study, variable
v162194. The interviewer’s preamble and question:
“Here is a list of some organizations people can
belong to. There are: labor unions, associations of
people who do the same kinds of work, fraternal
groups such as Lions or Kiwanis, hobby clubs or
sports teams, groups working on political issues, community groups, and school groups. Of course, there
are lots of other types of organizations, too. How
many organizations are you currently a member of?”

Chapter Two • Measuring and Describing Variables   71

Copyright ©2020 by SAGE Publications, Inc.
This work may not be reproduced or distributed in any form or by any means without express written permission of the publisher.

