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Your Research Project
Analyzing, Interpreting, and Presenting Your Research

OBJECTIVES

After reading this chapter, students should be able to do 
the following for a research project they have conducted or 
proposed:

•• Select and calculate an appropriate measure of central 
tendency

•• Select and calculate an appropriate measure of variability

•• Conduct and interpret the outcome of several tests of 
significance suitable for many student projects

•• Choose the appropriate test of significance for their spe-
cific project

•• Report descriptive and inferential statistics following APA 
guidelines

If you are a typical student taking a course in research methods, you will be expected to 
either do or propose the following:

• Find a topic that interests you

• Search the literature in the area

• Design a study to assess a specific hypothesis or hypotheses

• Collect your data

• Analyze those data
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• Interpret the analysis

• Make conclusions about the research you have done

This chapter is for you!
We begin this chapter with a refresher on basic descriptive and inferential procedures. 

We think this information will help you complete your own research project or research 
proposal. We assume that you have completed an introductory statistics course but, like 
our students, would benefit from a review.

Often students ask us why psychology students and students in many other disciplines 
have to study statistics. We hope you know the answer we give them. Psychology is a 
research-based discipline, and much psychological research requires the use of statistical 
techniques. If you plan to do research, you must have a solid background in statistics. 
But a good understanding of statistics is equally important for those of you who will 
become consumers of research (and that includes everyone). In Chapter 2, we focused 
on what you need to know to read and understand the research literature (i.e., to be 
consumers of research). In this chapter, we focus on what you to need to know to be doers 
of research.

WHAT ARE STATISTICS AND WHY ARE THEY NECESSARY?

Before talking about what statistics are, we would first like to convince you why they are 
necessary. The short answer is variability. If there were no variability of characteristics or 
behavior (and no variability in measurement), then everyone would have the same IQ and 
the same level of education. Everyone would be the same age, and, for that matter, we 
would all have to be the same gender. In this uniform world, why would we waste our time 
calculating an average? Everyone is the same. And we would not worry whether our 
samples were representative of the population because any measure taken from the sample 
would be identical to the population. Actually, we would not have any variables because 
nothing would vary. We would have only constants: Remember that a constant is a 
characteristic of events, people, animals, or objects that does not vary. A variable, of course, 
is a characteristic of events, people, animals, or objects that takes on different values, that 
is, it varies. If our world had no variability, then we would not talk about variables, and we 
would not need statistics.

But that is not our world. People have different characteristics and backgrounds and 
behave differently. People behave differently in the same situations, and the same people 
behave differently in different situations; indeed, the same people may behave differently 
on different occasions in the same situations. Variability among people is a problem for 
researchers and is the main reason that we need statistics. It is precisely because people 
are different that psychology and the other social sciences have focused on describing and 
explaining general patterns of behavior. To look at how people behave in general, we often 
conduct research on groups of people.

NOTE: When we use the term behavior, we include both observable behavior and mental 
processes: Both are the subject matter of psychology.
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Why is variability such a problem? Well, often we conduct research to determine if one 
variable has an effect on another (i.e., a causal inference). Or we may be trying to figure out 
if two or more variables are related (i.e., looking for relationships that might be causal). 
Sometimes our goal might be to describe general patterns or trends in behavior (i.e., 
descriptive research). If behavior varies wildly, it is difficult to assess these questions. This 
is where statistics come in. Statistical techniques help us discover general trends in 
behavior, describe the degree of variability, and determine how much variability is due to 
chance factors and how much is a result of other important factors.

How we measure behavior will determine in part what kinds of statistical analyses we can 
do and what kinds of questions we can ask.

There are two goals of statistics: (1) to summarize our data and (2) to make inferences 
about the nature of populations by examining samples drawn from them. Therefore, there 
are only two types of statistics: (1) descriptive and (2) inferential. We use descriptive 
statistics to summarize data and communicate our research results to others. Imagine a 
large pile of completed surveys. What do you do with these surveys? How do you organize 
them? How do you summarize the findings so that they make sense to you and others? 
Descriptive statistics help us do these things. We use inferential statistics to make statements 
about whole populations when we have only included a sample of individuals in our study. 
You may have sampled 100 individuals in your research, but you will want to generalize 
your findings to the entire population. Inferential statistics help us do this.

Let’s consider an example close to home. You come into class and find your last exam 
on your desk. You got 64%. What questions would you ask your professor? Probably you 
would ask about the class average (the mean). You might ask what the high and low scores 
were (the range). If you had taken an introductory statistics course, you might ask a more 
sophisticated question about variability (the standard deviation). Many professors provide 
the frequency distribution (the shape). These are all descriptive statistics. They summarize, 
in just a few numbers, how the class did on the exam.

Have you heard that Crest users have 25% fewer cavities? “Fewer than whom?” probably 
comes to mind. But let’s say fewer than Colgate users. Were you in the study? Did someone from 
Crest talk to your dentist? Probably not. Yes, you are no doubt correct that Crest used a sample 
and did not measure everyone. How many people do you think Crest may have included in the 
study? How would you interpret the result if only four Crest users were compared with four 
Colgate users? The finding that the Crest users had 25% fewer cavities than the Colgate users 
could have been a fluke, don’t you think? So do we. The inference by Crest is that Crest users, 
all Crest users, have fewer cavities than non-Crest users. But this inference is only valid if the 
sampling procedure and research procedures in general were valid.

What is an inference? According to one source (www. merriam-webster.com), it is the 
following:

1: the act or process of inferring: as a: the act of passing from one proposition, 
statement, or judgment considered as true to another whose truth is believed to 
follow from that of the former b: the act of passing from statistical sample data to 
generalizations (as of the value of population parameters) usually with calculated 
degrees of certainty
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Consider the following: A person passing you on the street smiles at you. From that you 
infer that he or she likes you. Are you right? You do not have much information on which 
to base your decision, and you cannot be certain, but are you probably right? Inferential 
procedures help us determine if our inferences are probably correct.

When we infer something about a population from a sample drawn from that population, 
we are using inferential statistics. These procedures tell us how probable it is that our inference 
is correct. We need to use these procedures when the population that we are interested in is 
not available to us to describe. Psychologists are interested in the behavior (both observable 
behavior and mental processes) of humans (the population). Psychologists cannot study and 
describe all humans; they can only study some of them and hope to learn, from samples of 
humans, things about all humans. And they use inferential statistics to do this.

Early in the planning stage of your study, you need to consider carefully how you will 
analyze your data. There is nothing worse than spending a lot of time and effort collecting 
data only to discover that there is no statistical analysis that can help you answer your 
research question. So as you are considering how you will measure your dependent 
variable, how you will manipulate your independent variable, and how you will control for 
extraneous variables, you need to keep in mind what statistics you can use.

To help you understand your results and to help you communicate those results to others, 
you will need to summarize the data. Let’s look at the statistics researchers typically calculate 
when they are describing their results. These, then, are common descriptive statistics.

Every year, we have students who study sex differences in some variable or other. When 
presenting their results, they dutifully report their t-test results and talk about the difference 
between their groups but forget to state what the group means were. Consequently, we have 
no idea of the direction of the outcome. Did the men score higher than the women or the 
women higher than the men? Remember, you must always include descriptive statistics in 
your report.

Summarizing Your Data With Descriptive Statistics
Describing Central Tendency

You will recall that the three most common measures of central tendency, or average, of a 
distribution of numbers or values are (1) the mean (M), (2) the median (Mdn), and (3) the mode 
(Mo). The mean is the arithmetic average and takes into account every score in the distribution. 
The median is the middle score and separates the distribution in half. Half the scores fall above 
the median and half below. The mode is the most frequently occurring score.

Calculating Measures of Central Tendency. Imagine that we have measured the heart rate 
(number of beats per minute) of highly anxious people; half have received stress 
management training and half have not. Our data are shown in Table 13.1.

Let’s first use the mean as our measure of average beats per minute for our two groups. 
You will recall that to calculate the mean, we simply sum the scores and divide by the total 
number of scores. The formula is as follows:

Mean: M
X

n
= ∑
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The sum for the training group (T) is 811, and the sum for the no-training group (NT) is 
837. There were 10 people in each group, and so our group means are as follows:

M
X

n

M
X

n

T

NT

= = =

= = =

∑

∑

811
10

81 1

837
10

83 7

.

.

Let’s calculate the median as our measure of average. Once the scores are sorted from 
highest to lowest, the median is the middle value, the one that divides the distribution in 
half. In our example, the median is the value above which lie half the scores and below 
which lie half the scores. If we have an even number of scores, which we do in our 
example, the median will be halfway between the two middle scores. Our medians are as 
follows:

    MdnT = 81.5

MdnNT = 85

You can see that the medians are close but not identical to the means. This is because 
the mean uses the exact scores, but the median does not.

Now, let’s report the mode as our measure of average. The mode is the score that occurs 
most often. Our modes are as follows:

 MoT = 78

MoNT = 80

Training No Training

86 88

85 87

84 86

83 86

82 85

81 85

78 80

78 80

78 80

76 80

TABLE 13.1  Heart Rate (Number of Beats per Minute) for Trained and Untrained Groups



METHODS IN PSYCHOLOGICAL RESEARCH298

The mode is the crudest measure of average and has limited practical value in statistics, 
but the mode is the only measure we can use when we have nominal data. Modal eye color, 
modal college major, and modal gender make sense, but mean eye color, mean college 
major, and mean gender do not.

Of the three measures, the mean is the most often reported measure of average in 
research reports. However, be sure to look at the frequency distribution of your data before 
deciding to use the mean. Remember that for very skewed distributions, it may be more 
appropriate to report the median.

Describing Variability

There are two common measures of variability (the range and the standard deviation). The 
range (R) is quite a crude measure of variability and is simply the span of the distribution. 
If the highest score was 10 and the lowest score was 0, the range would be 11 because the 
span of the distribution is 11 values. You can see that the range depends on only two values, 
the highest and the lowest.

The standard deviation (SD) is the average distance of the scores from the mean and, 
unlike the range, uses all the values in its calculation. The mean IQ on the Stanford–Binet 
test is 100, and the SD is 15. We know, then, that on average, IQ scores tend to vary about 
15 points from 100.

Calculating Measures of Variability. Let’s calculate the variability of our heartbeat data.
The range is easy to find. We simply subtract the lowest value from the highest and add 

1. The formula then is as follows:

H - L + 1 (Range)

We would report the ranges for our two groups as follows:

RT = 86 - 76 + 1 = 11

RNT = 88 - 80 + 1 = 9

CONCEPTUAL EXERCISE 13A

Which of the three measures of average would you choose for each of the following 
variables?

1. GPA (grade point average) of freshman students

2. Number of children per family in rural America

3. Height of basketball players in the NBA (National Basketball Association)
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Let’s calculate the standard deviation for our two groups.
Recall that the formula for the standard deviation is as follows:

Standard deviation: SD
SS
n

X M

n
= =

−( )∑ 2

SS is the sum of the squared deviations of the scores from the mean. You can see that 
we need to subtract the mean of the distribution from each score, square each difference, 
sum the squares, divide by n, and finally take the square root to obtain the standard 
deviation.

To compute the standard deviation for our two groups, untrained and trained, we need 
the information in Table 13.2. We have all the bits we need for our standard deviation 
formula, and our measures are as follows:

SD
SS

n

SD
SS

n

T
T

NT
NT

= = =

= = =

∑

∑

106 9
10

3 27

98 1
10

3 13

.
.

.
.

We can see that, on average, the trained group varies 3.27 points from its mean, and the 
no-training group varies 3.13 points from its mean. As you can see, this measure is sensitive 
to the value of each score in the distribution.

TABLE 13.2  Calculating the Standard Deviations: Untrained Group Versus Trained Group

Training X - M (X - M)2 No Training X - M (X - M)2

  86  4.9 24.01  88  4.3 18.49

  85  3.9 15.21  87  3.3 10.89

  84  2.9  8.41  86  2.3  5.29

  83  1.9  3.61  86  2.3  5.29

  82  0.9  0.81  85  1.3  1.69

  81 -0.1  0.01  85  1.3  1.69

  78 -3.1  9.61  80 -3.7 13.69

  78 -3.1  9.61  80 -3.7 13.69

  78 -3.1  9.61  80 -3.7 13.69

  76 -5.1 26.01  80 -3.7 13.69

Sum 811 106.9 837 98.1

n 10  10



METHODS IN PSYCHOLOGICAL RESEARCH300

Which measures of central tendency and variability we use depends, in part, on the level 
of measurement of the variable and, in part, on the shape of the distribution (see Chapter 
5). In the social sciences research literature, you will find means and standard deviations 
reported most often, but let’s see how level of measurement must be considered when 
choosing the appropriate measure of average and variability.

Describing Central Tendency and Variability of Levels of Variables

Describing Nominal Variables. The values of a nominal variable, even if assigned numbers, 
reflect only qualitative differences. The only measure of average or central tendency for 
nominal variables that makes any sense is mode. We can report that modal eye color is 
blue. But median or mean eye color makes no sense. Describing the variability of eye color 
would best be done by creating a frequency distribution by listing the values of the variable 
(i.e., the different eye colors) and indicating the frequency for each. If we wanted to create 
a graph of this kind of nominal information, we would choose a bar graph because 
nominal variables are discrete. In Chapter 14, we will discuss graphing techniques for 
various kinds of data in detail.

Describing Ordinal Variables. Ordinal variables, unlike nominal variables, do differ in 
quantity. But because they provide no information about distance between values, 
arithmetic and statistical operations are limited. The mode is probably the only sensible 
measure of average of an ordinal variable. The range of the variable is a reasonable 
measure of its variability. As was the case for nominal variables, it would be best to show 
the variability in a frequency distribution table or a bar graph.

Let’s imagine that we had socioeconomic status (SES) information for residents in the 
state of Washington. We could prepare a table to describe this ordinal information.

SES is an ordinal variable because the values differ in quantity, but the distance between 
the values cannot be assumed to be equal. In other words, the difference between upper 
and middle class may not be the same as the difference between middle and lower class.

If we wanted to describe the average SES of Washingtonians, we would report the mode 
as middle class. We would say that SES has a range of 3 (i.e., the variable ranges across three 
values).

Describing Interval Variables. Interval variables provide information about the distance 
between values. The distance is assumed to be the same. This may seem to you to be a 
subtle difference, but in fact, it is important. Because the distance between values is the 

SES Percentage of Washingtonians

Upper 14

Middle 76

Lower 10
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same, we can treat these variables much like ratio variables in terms of arithmetic and 
statistical operations. The median or the mean can be used to describe the average, and the 
range or the standard deviation can be used to describe variability. IQ is an interval variable, 
and researchers typically report mean and standard deviation when describing IQ 
populations.

Describing Ratio Variables. In most cases, the best measures of central tendency and 
variability for ratio variables are the mean and standard deviation, respectively. But 
remember, the mean, or arithmetic average, unlike the median and mode, is calculated by 
summing all the values. Each value affects the mean. Let’s consider the ratio variable 
income. What if one of us, let’s say Bryan, told you that the average income in Canada is 
$35,000. What if Annabel told you the average income in Canada is $54,000. Could you 
resolve this apparent discrepancy? We hope so. The key is the shape of the distribution. 
Examine Figure 13.1.

FYI

The range is found by subtracting the lowest from the highest value of the variable 
and adding 1, giving us the span of the variable. Statistical packages such as SPSS 
do not calculate the range this way. They simply subtract the lowest value from the 
highest value.
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FIGURE 13.1   Income: Positively Skewed Distribution
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Income is a positively skewed distribution, of course, with only a small group of people 
earning huge incomes. These extraordinarily high numbers pull the mean toward them. As 
a result, mean income will be high. But the median is not influenced by the actual values 
of these high incomes—only by their frequency. And the mode is only sensitive to the 
single income most often earned. So we could both be correct. You have to ask, “What 
measure of average was used?” Unless the distribution is fairly symmetrical, the mean may 
not be the best measure of average; the median might be a fairer description of the central 
tendency of the distribution.

The variability of ratio variables is best described by their standard deviation. Remember, 
range is computed on only two values—the highest and the lowest. The standard deviation 
takes all the values of the variable into account and better describes the spread or variability 
of a ratio variable.

You should always report measures of average and variability, and usually you will 
report these measures at the beginning of the results section of your report. In our example 
study of stress management training, we chose the mean and standard deviation for our 
measure of average and variability of our two groups of highly anxious people.

What next? Probably you are asking yourself, “Did the stress management training help 
our highly anxious people?” To answer that question, we need the help of inferential 
statistics.

CONCEPTUAL EXERCISE 13B

For each of the following, determine the best measure of central tendency and vari-
ability, if appropriate:

1. IQ

2. Salary of female academics in Britain

3. Salary of professional soccer players in South Africa

4. Student evaluations of professors

5. Dress size

Making Inferences From Your Data
How do North Americans feel about global climate change? Does stress management 
training help highly anxious people lower their heart rate?

These kinds of questions about whole populations cannot be answered with absolute 
certainty unless you ask all North Americans or train all highly anxious people. Because 
that is not reasonable, we must turn to inferential procedures.

When we do research, we ultimately want to generalize our findings. We want to make 
statements that can be applied to all individuals in a population. The problem is that we do 
not include everyone in our study; we only work with a sample. Although it is important to 
compute summary statistics to describe what happened to our sample, we really want to 
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make inferences to corresponding values in the population. The most common inferential 
technique in psychological research is hypothesis testing. Researchers in psychology often 
have hypotheses about their research questions. These hypotheses are educated guesses 
about the effects of a variable on behavior or how variables are related. They are generated 
from theories, from previous research, or sometimes from logic. Consider the following:

• People work harder when they think they are being evaluated.

• Outgoing people are happier than people who keep to themselves.

• Highly anxious people trained in stress management are less anxious than 
those not trained.

These are hypotheses that might have been generated from theories or previous research.
Inferential statistics can be used for testing hypotheses such as the ones above to 

determine if they are reasonable. In statistics, by reasonable, we mean likely to be true.

FYI

Another inferential technique is called confidence interval estimation. This is a post 
hoc, or after the fact, technique used when researchers do not have a priori, or 
before the fact, hypotheses about the values of the parameters. Rather, they use 
sample statistics to estimate the value of those parameters. We have already dis-
cussed this approach in Chapter 2.

Testing the Statistical Significance of Your Research Findings
In the section that follows, we present tests of significance that are well suited to a student 
research project. These simple statistics are covered in most introductory statistics courses, 
and the discussion that follows is provided only as a review. Keep in mind that details of 
research design are not included here; that’s what the rest of the book is about. The 
following is presented as a refresher on how to conduct some simple tests of significance.

t Tests

t Test: Independent-Groups Design. The simplest experiment involves two groups, an 
experimental and a control group. The researcher treats the groups differently (the 
independent variable [IV]) and measures their performance (the dependent variable [DV]). 
The question then is “Did the treatment work?” Are the groups significantly different after 
the treatment? If the DV is an interval or ratio measure, the t test may be the appropriate 
test of significance. You will recall the t ratio is as follows:

t t
M M

SE
Ratio (independent groups): =

−1 2

The numerator is the difference between means, and the denominator is the unbiased 
estimate of the standard error of the difference. The obtained t value is compared with the 
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critical value of t with n1 + n2 - 2 df. Although the example below is experimental, it is 
important to note that the t test can also be used in quasi-experimental and nonexperimental 
research. For example, a t test would work well if you were interested in comparing 
freshmen and seniors on some measure of study behavior.

Here is an example of a simple study with two levels of the IV. Suppose we wanted to 
test the claims that some oxygenated drink enhanced cognitive ability. We could 
operationally define cognitive ability in a variety of ways, but we decide to use the score on 
a timed math test. We recruit 40 students and randomly assign 20 participants to receive 
the special oxygenated drink (O group) and 20 to receive plain water (C for control group). 
Five minutes after consuming the drink, all participants are given 10 minutes to complete 
the math test. Their scores are shown in Table 13.3.

We can see that the O group (M = 76.65, SD = 4.06) did indeed perform better than the 
control group (M = 68.35, SD = 6.38). But the real question is “Can we conclude that the 
population means are significantly different?” In other words, can we generalize our 
sample outcome with our 40 participants to people in general? To answer that question, 

C O

56 70

80 80

63 79

62 83

67 77

71 75

68 84

76 78

79 75

67 75

76 78

74 82

67 74

70 81

62 72

65 70

62 75

62 72

69 76

71 77

M 68.35 76.65

SD  6.38  4.06

TABLE 13.3  Math Scores for Two Independent Groups

Note: C = control group, O = oxygenated-drink group.
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we could use a t test. To do that, we need both sample means and the unbiased estimate of 
the standard error. We already have the two sample means.

To calculate the standard error, we use this formula for groups that are the same size:

Standard error for test (independent groups): t SE
SS SS
n n

=
+1 2

−−( )1

You can see that to calculate the standard error for the denominator of the t ratio, we 
have to calculate the sum of squares for each group. To do that we use this formula:

SS X
X

n
= −

( )∑∑ 2
2

Table 13.4 presents the bits and pieces we need to do this.

Scores Squares

XC XO XC
2 XO

2

56 70  3,136   4,900
80 80  6,400   6,400
63 79  3,969   6,241
62 83  3,844   6,889
67 77  4,489   5,929
71 75  5,041   5,625
68 84  4,624   7,056
76 78  5,776   6,084
79 75  6,241   5,625
67 75  4,489   5,625
76 78  5,776   6,084
74 82  5,476   6,724
67 74  4,489   5,476
70 81  4,900   6,561
62 72  3,844   5,184
65 70  4,225   4,900
62 75  3,844   5,625
62 72  3,844   5,184
69 76  4,761   5,776
71 77  5,041   5,929

Sum 1,367 1,533 94,209 117,817
M 68.35 76.65

TABLE 13.4  Scores for t Ratio Calculation: Independent Groups

Note: C = control group, O = oxygenated-drink group.

TABLE 13.4  Scores for t Ratio Calculation: Independent Groups
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We calculate the sum of squares for the control group and for the oxygenated group:

SS X
X

n

SS

C

O

= −
( )

= − =

= − =

∑∑ 2
2 2

2

94 209
1367

20
774 55

117 817
1533

20
31

, .

, 22 55.

We calculate our unbiased estimate of the standard error to use in the denominator of 
our t ratio:

SE
SS SS
n n

C O=
+
−( )

=
+
( )

=
1

774 55 312 55
20 19

1 69
. .

.

Now, we can calculate our t statistic:

t
M M

SE
=

−
=

−
=O C 76 65 68 35

1 69
4 91

. .
.

.

What now?
If the obtained t value is larger (ignoring the sign) than the critical value, the null 

hypothesis is rejected. The researcher reports that the group means were significantly 
different. Critical t values can be found in any statistics book, but first, you will need the 
degrees of freedom. For this example, the degrees of freedom are (20 - 1) + (20 - 1) = 38. 
But before you go, look up a critical t value, we need to review the difference between a 
one-tailed and two-tailed t test. When we conduct a t test, we need to specify whether we 
believe our treatment will produce a change in a particular direction, a one-tailed test of 
our hypothesis; if we are not sure of the direction of the difference, we use a two-tailed test 
of our hypothesis.

Researchers usually specify a particular direction of effect, often basing their decision 
on previously published research. The advantage of a one-tailed test is that you have more 
statistical power (i.e., you increase the probability of rejecting a null that is false). For 
example, if you examine a table of critical t values (provided in all statistics texts), you will 
note that the critical t value is larger for a two-tailed test than for a one-tailed test even 
when degrees of freedom and the alpha level are the same. In other words, your obtained 
t value will have to be larger to be significant for a two-tailed test than for a one-tailed test.

In our drink example, we hypothesized that the oxygenated drink would increase math 
performance, so we would use a one-tailed test.

Our obtained t of 4.91 is larger than the critical value, which is approximately 2.42 at 
a = .01 and 38 df, and so we would reject the null and state in our published report 
something like the following: The math performance of participants who drank the 
oxygenated beverage was significantly better than the performance of those who drank the 
nonoxygenated beverage, t(38) = 4.91, p < .01. If you use a computer to do the calculations, 
then you should report the computed p value rather than using the more vague p < .01. 
Report the actual p value you got (p = [the computed p value]).
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We would accompany our statistic with an effect size estimate. Cohen’s d is appropriate 
in this case. Using the formula for Cohen’s d that we showed you in Chapter 4, let’s 
calculate this effect size estimate for our example. We need to calculate the pooled standard 
deviation to use in the denominator of the formula. We do that as follows:

SD
n SD n SD

n npooled =
−( ) + −( )

+ −

=
( ) + ( )

1 1
2

2 2
2

1 2

2 2

1 1

2

19 4 06 19 6 38. .

388
= 5 347.

Now, we can calculate our effect size estimate.

d
M M
SD

=
−

=
−

=1 2 76 65 68 35
5 347

1 54
pooled

. .
.

.

As we discussed in Chapter 4, a Cohen’s d of more than .80 is considered large. As you 
can see, the oxygenated drink had a large effect on performance.

FYI

Many students have access to Excel, part of the Microsoft Office package. Excel will 
do several tests of significance. We cannot provide instruction on the specifics of 
Excel, but if you know how to enter your data into the spreadsheet, you can select 
your specific test from the Tools menu. If we used Excel to calculate our t for our 
oxygenated-drink study, we would choose from the menu t test: two sample assum-
ing equal variances, and our output would look like Table 13.5.

Excel reports the obtained t value as t Stat. You can see that the critical value for 
a one-tailed test at our alpha level of .01 is reported by Excel as t Critical one-tail. 
But it also reports the actual probability of obtaining this t statistic if the null 
hypothesis is true. This is the value that we want to be less than .05 or .01. The 
computer reports p as 8.8663E-06, which means move the decimal place six spaces 
to the left or .0000088663, but we can just report it as p < .001.

This simple example demonstrates how we would statistically compare two groups of 
randomly assigned participants after we have treated them differently in some way, an 
independent-groups design. Because we have randomly assigned participants to groups 
before we apply our treatment, we are confident that the groups are initially equivalent. As 
we have said probably countless times, initial equivalence of groups is critical if we wish to 
assess the effects of an IV. How else could we be confident that groups are initially equivalent?



METHODS IN PSYCHOLOGICAL RESEARCH308

Well, what if we matched participants on the dependent measure before we treated 
them? Or maybe better yet, how about using the same people in all conditions? If we have 
matched pairs of participants, one member of each matched pair serving in each treatment 
condition, or if we have one group of participants, all of whom serve under each of two 
treatment conditions, we have a dependent-groups design, and a t test for dependent 
groups might be the analysis we would choose to analyze our data.

t Test: Dependent-Groups Design. A dependent-groups t test is the significance test we would 
use when participants serve in both of two treatment conditions, a repeated-measures 
design, or when pairs of participants have been matched on some measure related to, or 
identical to, the dependent measure and are treated as if they were the same individual, a 
matched-groups design. A major statistical difference between an independent-groups and 
a dependent-groups design is seen in the calculation of degrees of freedom.

If the groups are independent (i.e., different participants in each group), degrees of 
freedom for the t test are n1 + n2 - 2.

If the same participants serve in both treatment conditions or if the participants are 
matched, then the degrees of freedom for the t test are np - 1, where np is the number of 
pairs of scores.

Let’s return to our oxygenated-drink study and think about how we could test our 
hypothesis about the effect of oxygenated drinks on math performance using a dependent-
groups design. Let’s redesign our study to be a repeated-measures design. We might recruit 

C O

Mean 76.65 68.35

Variance 16.45 40.76578947

Observations 20 20

Pooled variance 28.60789474

Hypothesized mean difference 0

df 38

t Stat 4.90721564

P(T ≤ t) one-tail 8.8663E-06

t Critical one-tail 2.428567627

P(T ≤ t) two-tail 1.77326E-05

t Critical two-tail 2.711557598

Note: C = control group, O = oxygenated-drink group.

TABLE 13.5  t Test: Two Sample Assuming Equal Variances
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20 participants with the intention of having all of them do the math test after drinking the 
oxygenated drink and again after drinking the control beverage. Of course, we are 
concerned about order effects, so we will have half our participants drink the control 
beverage first (and the oxygenated beverage second after some delay), and we will have the 
other half drink the oxygenated beverage first (and the control beverage second). Let’s 
assume that we have addressed other possible carryover issues in our design.

The data are shown in Table 13.6. We can see the improved performance when people 
drank the oxygenated water (M = 73.85, SD = 7.85) over their performance with plain 

Participant C O

 1 56 56

 2 80 88

 3 63 68

 4 62 69

 5 67 74

 6 71 80

 7 68 75

 8 76 82

 9 79 86

10 67 77

11 76 80

12 74 81

13 67 72

14 70 76

15 62 63

16 65 68

17 62 67

18 62 68

19 69 74

20 71 73

M 68.35 73.85

SD  6.38  7.85

TABLE 13.6  Math Scores: Repeated-Measures Design

Note: C = control group, O = oxygenated-drink group.
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water (M = 68.35, SD = 6.38). Clearly, for our group of 20 participants, we did see 
improved performance from the oxygenated drink, but if we want to generalize our results 
beyond our sample, we will need to do a significance test—in this case, we will chose a t 
test for dependent groups.

The direct difference method for calculating a dependent t value uses difference scores 
as the data in the calculation, essentially operating as if there is only one group (i.e., one 
group of difference scores).

The formula for the t ratio for a dependent-groups design is as follows:

t t
M
SE

D

D
Ratio (dependent groups): =

The numerator is the mean of the difference scores, and the denominator is the 
unbiased estimate of the standard error of the difference. The obtained t value is compared 
with the critical value of t with np - 1 df.

The formula we will use to find the standard error is as follows:

Standard error for test (dependent groups)t SE
D D n

D:
/

=
− ( )∑ ∑2 2

pp

p pn n −( )1

You can see that to calculate the standard error of the denominator of the t ratio, we have 
to find the difference scores. Let’s subtract each control score from each experimental score.

The data we need are shown in Table 13.7. Now, we can calculate the standard error of 
the difference:

SE
D D n

n n
D

p

p p

=
− ( )

−( )
=

−
( )

=∑∑ 2 2 2

1

728 110 20
20 19

0 569
/ /

.

And our t is easy to calculate:

TA t
M
SE

D

D
= = =

5 5
0 569

9 67
.

.
.

As we did for the independent-groups t test, we need to compare our obtained t value 
against the tabled critical t. The degrees of freedom for this t test are 20 - 1 = 19 because 
we have 20 pairs of scores. Our research hypothesis was that the oxygenated drink would 
increase performance, so we will use a one-tailed test. We consult our statistics book to find 
a table of critical values, and we find that the critical value of t for our example is 2.539 at 
an alpha level of .01.

Because our obtained t value of 9.67 is larger than the critical value, we can report that 
we found that the oxygenated drink significantly increased performance, t(19) = 9.67,  
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Participant C O D D2

 1 56 56 0   0

 2 80 88 8  64

 3 63 68 5  25

 4 62 69 7  49

 5 67 74 7  49

 6 71 80 9  81

 7 68 75 7  49

 8 76 82 6  36

 9 79 86 7  49

10 67 77 10 100

11 76 80 4  16

12 74 81 7  49

13 67 72 5  25

14 70 76 6  36

15 62 63 1   1

16 65 68 3   9

17 62 67 5  25

18 62 68 6  36

19 69 74 5  25

20 71 73 2   4

Sum 110 728

MD 5.5

TABLE 13.7  Scores for t Ratio Calculation: Dependent Groups

Note: C = control group, O = oxygenated-drink group, D = dependent group.

p < .01. We should provide an effect size estimate as well. We can use Cohen’s estimate for 
this example. The formula for the paired t test uses the standard deviation of the difference 
scores in the denominator. Our calculations are as follows:

d
M M

SD
=

−
=

−
=1 2 73 85 68 35

2 544
2 16

. .
.

.
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As you would expect, our treatment had a large effect on performance.
NOTE: One last note about ignoring the sign in calculations of t. Be sure that you are 

clear about which condition you subtract from which when you report your data. In this 
example, we subtracted the performance in the plain-water condition from the perfor-
mance in the oxygenated-drink condition. Therefore, better performance under the oxy-
genated-drink condition would translate into a positive difference score and a positive t 
value. It is easy to make an embarrassing mistake here (particularly if you are using a 
computer) and report an opposite effect because you did not pay careful attention.

The t test, a parametric test of significance, is quite robust and powerful. The t test is a 
good test when you want to compare two sets of scores provided by different participants, 
the same participants, or matched participants. Remember that the American Psychological 
Association expects researchers to provide an estimate of their effect sizes in the report. 
See Chapter 2 for details on estimates for various tests.

FYI

To do a t test for dependent groups for our oxygenated-drink study with Excel, we 
would select a t test: paired two sample for means from the Excel menu.

Our output would look like Table 13.8.

O C

Mean 73.85 68.35

Variance 61.60789474 40.76578947

Observations 20 20

Pearson correlation 0.956802935

Hypothesized mean difference 0

df 19

t Stat 9.667227346

P(T ≤ t) one-tail 4.5263E-09

t Critical one-tail 2.539483189

P(T ≤ t) two-tail 9.0526E-09

t Critical two-tail 2.860934604

TABLE 13.8  t Test: Paired Two Sample for Means

Note: C = control group, O = oxygenated-drink group.
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But what if we want to compare more than two groups? Maybe we have drinks of various 
levels of oxygenation, or maybe we want to assess the effects of several dosages of a drug 
designed to treat depression. The F test might be the statistical choice for these kinds of 
research questions.

F Tests

As with the t test, we use the F test of significance when we have interval or ratio data. With 
the F test, we are not limited to comparing just two groups or levels of an IV; rather, we can 
compare any number of levels of an IV and also more than one IV at a time.

Like the t test, the F test can be used in quasi-experimental research as well as in 
experimental research. For example, an F test could be used to compare freshmen, juniors, 
and seniors on some measure of study behavior.

In earlier chapters, we presented examples of numerous experimental and quasi-
experimental designs, known as analyses of variance (ANOVAs), which were analyzed with 
the F test. Our intention here is to provide a few simple examples to help you with your 
research project. If you require a more detailed review, we suggest you consult the textbook 
you used in your introductory statistics course.

The null hypothesis tested with ANOVA is similar to the null for the t test—there is no 
difference among group means.

Let’s extend our oxygenated-beverage study to include a superoxygenated beverage. We now 
have three groups or levels of our IV: plain-water control (C), oxygenated (O), and superoxygenated 
(S). Essentially, the F statistic is a ratio between the variability between treatment groups and the 
variability within each group. If there is no treatment effect, this ratio will be close to 1, but if 
there is a treatment effect, then the variability between groups will be larger than the variability 
within groups. Consequently, the F ratio will be larger than 1. Because the F statistic is a ratio of 
two measures of variability, it is always positive, and therefore there is no one-tailed and two-
tailed F test. The alternative hypothesis is that the null is false: No direction is specified.

One-Way ANOVA. The term one-way in one-way ANOVA means that there is only one IV. A 
one-way ANOVA has only one IV, but that variable may have any number of different levels. 
In our beverage example, the IV is the type of drink, and we have three levels of that variable: 
(O) a control group that drinks water, (S) a group that drinks the oxygenated water, and (C) a 
group that drinks the superoxygenated water. We will again be investigating the effects on 
cognitive performance using our timed math test as the DV. This time, to save paper and space, 
we will randomly assign only 10 participants to each group. The data are shown in Table 13.9.

A calculation of the group means shows that the S group scored highest (M = 77.6, 
SD = 4.17), followed by the O group (M = 74.6, SD = 6.87), and the lowest scores were for 
the C group (M = 68.9, SD = 7.72). This describes the performance of our samples, but we 
need to do an F test to determine if our outcome is statistically significant so that we can 
generalize to the population.

Recall that the F test compares the between-group variability with the within-group 
variability. If the treatment had an effect, then the between-group variability will be larger 
than the within-group variability. Let’s go ahead and see just how the F test does this for 
our beverage study. Remember that our intention here is to show you, with a simple 
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example, how you would conduct such a test, but we urge you to consult your statistics 
textbook before you begin your analysis of the data from your research project.

The formula for the F ratio for a one-way ANOVA is as follows:

F F
MS
MS

BG

WG
ratio (one-way ANOVA): =

You will remember, we hope, that MS stands for mean square, an unbiased estimate of 
the population variance, which is found by dividing a sum of squares by the appropriate 
degrees of freedom. The F ratio compares two unbiased estimates of the population 
variance, one based on between-group variability and the other on within-group variability. 
If the treatment had no effect, then these two estimates are estimating the same thing, 
basically variation due to individual differences. But if the treatment had an effect, then the 
estimate between groups will include that variability caused by the treatment, and so this 
estimate will be larger than the estimate within groups, and the F ratio will get larger.

So to calculate our F ratio, we need to first compute the sum of squares between groups 
and the sum of squares within groups.

The formula for the sum of squares between groups for a one-way ANOVA is as follows:

Sum of squares between groups (one-way ANOVA): 

SS
X

BG =
( )∑ 1

2

nn

X

n

X

n

X

n
k

k

tot

tot1

2
2

2

2 2

+
( )

+ +
( )

−
( )∑ ∑ ∑



C O S

56 60 70

80 75 80

63 78 79

62 85 83

67 72 77

71 73 75

68 70 84

76 80 78

79 80 75

67 73 75

M 68.9 74.6 77.6

SD 7.72 6.87 4.17

Note: C = control group, O = oxygenated-drink group, S = superoxygenated group. 

TABLE 13.9  Math Scores: One-Way ANOVA Design
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where k is the number of groups.
This formula indicates that we need to

1. sum the scores for each group in our study, square each sum, and divide by the 
group size (n);

2. sum the values found in 1;

3. sum all the scores of all groups, square that sum, and divide by the total number 
of scores; and then

4. subtract the value found in 3 from the value found in 2.

The formula for sum of squares within groups is as follows:

Sum of squares within groups (one-way ANOVA): SS SS SSWG = +1 2 ++ +

= −
( )∑ ∑

 SS

SS X
X

n

k

where 2
2

This formula indicates that we need to compute the sum of squares within each of our 
groups and then add them together.

Let’s compute these two sums of squares for our beverage study. For our three-group 
study, the formulas we need are as follows:

SS
X

n

X

n

X

n

X

n

SS SS SS S

BG

WG

=
( )

+
( )

+
( )

−
( )

= + +

∑ ∑ ∑ ∑1
2

1

2
2

2

3
2

3

2

1 2

tot

tot

SS3

The bits and pieces we will need to compute our sums of squares are seen in Table 13.10.
Let’s compute the sum of squares between groups.

SS
X

n

X

n

X

n

X

nBG
tot

tot
=
( )

+
( )

+
( )

−
( )

= +

∑ ∑ ∑ ∑1
2

1

2
2

2

3
2

3

2

474721
10

5565116
10

602176
10

689 746 776
30

163341 3 162951 390 6

2

+ −
+ +( )

= − =. .

Now, we need the sum of squares within groups. We will calculate each sum of squares 
for each group and then sum the three values.

SS X
X

n

SS

SS

SSWG

1 1
2 1

2

1

2

2

3

48009
689
10

536 9

424 4

156 4

= −
( )

= − =

=
=

∑ ∑ .

.

.

==1117 7.
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Whew, the hardest part is done. All we need to do now is compute the two mean squares 
by dividing each sum of squares by its associated degrees of freedom. Do you remember 
what the degrees of freedom are?

•• Between-groups df = k - 1, where k is the number of groups or levels of the IV.

•• Within-groups df = ntot - k.

 •• •For our study, then, we have three groups, so degrees of freedom between groups 
is 2.

 •• •We have a total of 30 participants, and so degrees of freedom within groups is 30 
– 3 = 27.

Now, we can compute our F ratio by dividing the mean square between groups by the 
mean square within groups.

MS
SS
df

MS
SS
df

F
MS

BG
BG

bg

WG
WG

wg

B

= = =

= = =

=

390 6
2

195 3

1117 7
27

41 4

.
.

.
.

GG

WGMS
= =

195 3
41 4

4 72
.
.

.

C O S

(X1) (X2) (X3) X1
2 X2

2 X3
2

56 60 70 3,136 3,600 4,900

80 75 80 6,400 5,625 6,400

63 78 79 3,969 6,084 6,241

62 85 83 3,844 7,225 6,889

67 72 77 4,489 5,184 5,929

71 73 75 5,041 5,329 5,625

68 70 84 4,624 4,900 7,056

76 80 78 5,776 6,400 6,084

79 80 75 6,241 6,400 5,625

67 73 75 4,489 5,329 5,625

Sum 689 746 776 48,009 56,076 60,374

Sum2 474,721 556,516 602,176

TABLE 13.10  Scores for One-Way ANOVA Calculation

Note: C = control group, O = oxygenated-drink group, S = superoxygenated group. 
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Now, we can compare our obtained F value with the critical value. The critical value of 
F at a = .05 with 2 df for the numerator and 27 df for the denominator is 3.35.

Our F value is larger than the critical value, and we can report that our outcome was 
statistically significant, F(2, 27) = 4.72, p < .05. We would include an effect size estimate. 
In this case, eta-squared is appropriate. We need the total sum of squares for the 
denominator, and we obtain this simply by adding the between-groups and the within-
groups sums of squares. In a one-way ANOVA, the treatment sum of squares is the between-
groups sum of squares.

η2 390 6
1508 3

0 259= = =
SS

SS
treatment

total

.
.

.

We have a large effect, as you can see.
The F statistic tells us that the groups differ, but not specifically which groups differ from 

which. For example, it could be that the control group differs from the two treatment 
groups but that the difference between the oxygenated-drink group and the 
superoxygenated-drink group is not statistically significant. To make this determination, 
we perform a post-ANOVA test.

FYI

If we wanted to use Excel to conduct our F test, we would choose ANOVA: single 
factor from the menu. Our output would look like Table 13.11. Because Excel pro-
vides a precise p value, we report the statistic as F(2, 27) = 4.72, p = .02, rather 
than as p < .05.

Summary

Groups Count Sum Average Variance

Control 10 689 68.9 59.66

Oxygenated 10 746 74.6 47.16

Superoxygenated 10 776 77.6 17.38

ANOVA

Source of Variation SS df MS F p Value FCrit

Between groups   390.6  2 195.3 4.72 0.02 3.35

Within groups   1,117.7 27 41.3962963

Total  1,508.3 29

TABLE 13.11  ANOVA: Single Factor
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There are a variety of tests we can use to find out which pairs of means are significantly 
different after we have done our ANOVA. Two of the most commonly used are Tukey’s and 
Scheffé’s tests. We will use the Tukey test for our example, and we direct you to your intro-
ductory statistics text for details on the other post-ANOVA tests.

Tukey’s test involves finding the difference between each pair of group means and com-
paring those differences against what Tukey called the honestly significant difference (HSD). 
If the difference between a pair of means is greater than the HSD, you can report the result 
as a statistically significant difference. Tables of HSD values can be found in any introduc-
tory statistics text. To find the value, you need to know your alpha level, the degrees of 
freedom associated with the error variance used in your ANOVA (for a one-way ANOVA, this 
is the within-groups degrees of freedom), and the number of groups you have. For our 
example, using an alpha of .05, 27 df, and three groups, we find in the table that the HSD 
value is 3.53. The exact value may differ from one table to another, so if you find a slightly 
different value, do not be concerned. The mean differences we have with our beverage 
study are as follows:

Control - Superoxygenated = 68.9 - 77.6 = -8.7

Control - Oxygenated = 68.9 - 74.6 = -5.7

Superoxygenated - Oxygenated = 77.6 - 74.6 = +3.0

Comparing these mean differences (ignore the sign) against the HSD of 3.53, we see that 
two of the comparisons are statistically significant and one is not. Both the superoxygenated 
group and the oxygenated group performed significantly better than the control group. 
However, there is no significant difference between the two types of oxygenated drink.

You will recall that we ran a t test to compare the oxygenated group with the control 
group when the groups were different, or independent. And then we looked at how we 
would analyze our data if participants served in both conditions, a dependent-groups design.

We went on to extend our study to include a third group, and we did an F test, a one-way 
ANOVA, much like an independent t test but for more than two groups. Is there an F test for 
dependent groups? You bet, and it is called a one-way ANOVA with repeated measures.

One-Way ANOVA With Repeated Measures. How would we conduct our beverage study using 
a repeated-measures design? Well, we would have to be concerned with various things such 
as carryover effects (see Chapter 8), but our purpose here is to show you how the analysis 
would be done.

Imagine that we have 10 participants, and all of them sample each of our three drinks 
(we would carefully control for order effects), and we measure math performance.

You might think that the analysis for this study would be the same as, or similar to, the 
analysis we just did when the groups were different people, but it is not so. The mean 
squares that we use in a repeated-measures design are quite different from those we use 
for the independent-groups design.

The formula for the F ratio for a one-way ANOVA with repeated measures is as follows:

F F
MS

MS
T

P T
ratio (one-way ANOVA with repeated measures): =

×
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You can see that the numerator and the denominator for this F ratio are different from 
the ones we used in our earlier F test.

Because we use different mean squares in our F ratio, even if the data for our three 
conditions are identical to the data we used when we had three different groups, you will 
see that our ANOVA calculations cannot be the same. We will prove this to you by using the 
same numbers that we did earlier. But first, let’s look at what we have to calculate for our 
F ratio when we have repeated measures.

The repeated-measures F test requires that we compare the treatment mean square (MST) 
with the participant-by-treatment mean square (MSP×T). Of course, we need to calculate the 
sums of squares first.

First, we find the sum of squares within participants (SSWP). Next, we partition or 
separate the within-participants sum of squares into two parts: the treatment sum of 
squares (SST) and the participant-by-treatment sum of squares (SSP×T). Once we have done 
this, we can compute the treatment mean square by dividing the SST by the appropriate 
degrees of freedom for the numerator of the F ratio and the participant-by-treatment mean 
square, again by dividing the sum of squares by degrees of freedom, for our denominator.

The calculations for a repeated-measures ANOVA are a bit more complicated, and again, 
we suggest you go back to your statistics textbook before you begin a repeated-measures 
analysis.

The formula for the within-participants sum of squares is as follows:

Within-participants sum of squares (one-way ANOVA with repeeated measures): 

SS X
p p p

kWP tot
n= −

( ) + ( ) + + ( )∑ ∑ ∑∑ 2 1
2

2
2 2


This formula tells us to

1. square all the scores in the study and sum the squares;

2. sum the scores of each participant and square each sum;

3. sum the squares from 2 and divide this sum by k, the number of conditions; and then

4. subtract the value you got in 3 from the value you got in 1.

The bits and pieces we need for this sum of squares are also found in the previous sum 
of squares, so we just put those bits in the right places and our work is done.

Now, we need to separate the within-participant sum of squares into the two sums of 
squares we will need for our F test, the treatment sum of squares and the participant-by-
treatment sum of squares.

The formula for the treatment sum of squares is as follows:

Treatment sum of squares (one-way ANOVA with repeated measuures): 

SS
T T T

n

X

knT
k tot=

( ) + ( ) + + ( )
=
( )∑ ∑ ∑ ∑1

2
2

2 2 2
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This formula tells us to

1. sum all the scores in each condition and square the sums;

2. sum the squares from 1 and divide by the number of participants, n;

3. sum all the scores in the study, square the sum, and divide by kn; and then

4. subtract the value you got in 3 from the value you got in 2.

We are almost there. We have the numerator of our F ratio. Finding the denominator is 
very easy. Remember that we are separating the within-participants sum of squares into 
two parts, the treatment sum of squares and the participant-by-treatment sum of squares, 
which we need for the denominator. To find the participant-by-treatment sum of squares, 
we only need to subtract the treatment sum of squares from the within-participant sum of 
squares.

Participant-by-treatment sum of squares (one-way ANOVA with repeated measures): 
SSP×T = SSWP - SST

Here are the data we used in our earlier ANOVA with different people in each beverage 
group. But now, all participants have served under each condition, and so we will run a 
repeated-measures ANOVA (see Table 13.12).

TABLE 13.12  Math Scores: One-Way ANOVA With Repeated Measures

C O S

56 60 70

80 75 80

63 78 79

62 85 83

67 72 77

71 73 75

68 70 84

76 80 78

79 80 75

67 73 75

M 68.9 74.6 77.6

SD 7.72 6.87 4.17

Note: C = control group, O = oxygenated-drink group, S = superoxygenated group.
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The first thing to do is to compute the within-participants sum of squares.
We have three conditions in our study, so the formula we will use to compute the within-

participant sum of squares is as follows:

SS X
P P P

WP tot= −
( ) + ( ) + + ( )∑ ∑ ∑∑ 2 1

2
2

2
10

2

3



The leftmost part of our formula indicates we need to square all the scores in our 
experiment and sum the squares. We did this in our earlier analysis, and we found the 
following:

Xtot
2 164459∑ =

For the rest of the formula, we need to find the sum for each participant, and we need 
to square each sum. Table 13.13 has the scores we need. Okay, now let’s go ahead and 
calculate our within-participants sum of squares.

SSWP = − =164459
490759

3
872 67.

TABLE 13.13 Scores for One-Way ANOVA With Repeated-Measures Calculation

Participant Sums (P) Squares (P2)

 1 186  34,596

 2 235  55,225

 3 220  48,400

 4 230  52,900

 5 216  46,656

 6 219  47,961

 7 222  49,284

 8 234  54,756

 9 234  54,756

10 215  46,225

Sum 490,759

TABLE 13.13  Scores for One-Way ANOVA With Repeated-Measures Calculation

Now, we need to partition this sum of squares into the two bits we really care about, 
treatment and participant by treatment. Let’s calculate the treatment sum of squares. For 
our three-treatment-condition study, the formula is as follows:

SS
T T T

n

X

knT
tot=

( ) + ( ) + ( )
−
( )∑ ∑ ∑ ∑1

2
2

2
3

2 2
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Let’s create a simplified table showing the sums and squares we will need (see Table 
13.14).

We have what we need, so let’s calculate the treatment sum of squares for our study:

SST =
+ +

− =
474721 556516 602176

10
2211

30
390 6

2
.

We need one more sum of squares, the participant-by-treatment sum of squares. This is 
a breeze.

SS SS SSP T WP T× = − = − =872 67 390 6 482 07. . .

We have the two sums of squares we need for our F ratio. All we have to do now is find 
the mean squares by dividing each sum of squares by its appropriate degrees of freedom.

The formulas for the mean squares for a one-way repeated-measures ANOVA are as 
follows:

Mean squares (one-way ANOVA with repeated measures): 

MS
S

T =
SS

k

MS
SS

n k

T

P T
P T

−

=
−( ) −( )×

×

1

1 1

The mean squares for our study are as follows:

MS

MS

T

P T

= =

= =

390 6
2

195 3

482 07
18

26 78

.
.

.
.×

And finally, our F ratio is as follows:

F
MS

MS
T

P T
= = =

×

195 3
26 78

7 29
.

.
.

TABLE 13.14   Treatment Sums and Squares for Treatment Sum of Squares Calculation:  
One-Way ANOVA With Repeated Measures

C O S Sum

T1 T2 T3

Sums (T) 689 746 776 2,211

Squares (T2) 474,721 556,516 602,176
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The critical value of F with 2 df in the numerator and 18 df in the denominator is 6.01 
at the .01 alpha level.

We can report that there was a significant difference between groups, F(2, 18) = 7.29, 
p < .01. The total sum of squares and the treatment sum of squares are the same as in the 
one-way ANOVA we did on these data earlier, and so our effect size estimate is also the same 
(h2 = 0.259, a large effect).

To specify which pairs of means are significantly different, we will follow our F test with 
a post hoc test such as the Tukey test. The HSD for our study at a = .05 is 5.92. Remember 
that for a pair of means to be significantly different, the difference must be larger than the 
HSD. Let’s see which means are different according to the Tukey test.

Oxygenated - Control = 5.7, ns

Superoxygenated - Control = 8.7, p < .01

                                 Superoxygenated - Oxygenated = 3, ns

So our post hoc test tells us that the participants performed significantly better on the 
math test after drinking the superoxygenated beverage than they did after drinking plain 
water and that no other differences were statistically significant.

Condition Mean

Control 68.9

Oxygenated 74.6

Superoxygenated 77.6

FYI

Sadly, we cannot show you the output you would get from doing this analysis with 
Excel because Excel does not include a repeated-measures one-way ANOVA. But if 
Excel did do a repeated-measures one-way ANOVA, we think the output for our 
analysis should look something like Table 13.15.

TABLE 13.15  One-Way ANOVA With Repeated Measures

Source of 
Variance

SS df MS F p

Treatment 390.60  2 195.30 7.29 < .01

Participant × 
treatment

482.07 18  26.78
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We have now taken you through the computations required to run a t test for indepen-
dent groups when you have two levels of one IV and an F test for independent groups (one-
way ANOVA) when you have more than two levels of one IV. And we have run a t test for 
dependent groups when you have the same or matched participants serving under two 
levels of one IV and an F test for dependent groups (one-way ANOVA with repeated mea-
sures) when you have the same or matched participants serving under more than two 
levels of one IV. As you can see, we have been talking about significance tests for studies 
with one IV. But what if we have two or three or more IVs?

Maybe we should look at how food in the stomach might affect our beverage results. 
Maybe differences in math performance between people who drink plain, oxygenated, or 
superoxygenated water might depend on whether they have empty or full stomachs. Or 
perhaps we might want to see if the volume of beverage affects the performance on the 
math test. In both of these examples, we are interested in not one but two IVs. In the for-
mer case, our second IV would be stomach content, and in the latter, our second IV would 
be volume of drink. When our dependent measure is on an interval or ratio scale and we 
have more than one IV, we may find that the appropriate statistical analysis is a two-way 
ANOVA.

Two-Way ANOVA. You may be wondering how many ANOVA designs there are. There are a 
lot. ANOVA is a general term for a large family of statistical analyses for dozens of designs. 
We will discuss a simple two-way ANOVA, an analysis we might use when we have two IVs 
each with a number of levels and where different participants have been randomly 
assigned to each treatment condition.

The null hypothesis for a two-way ANOVA is the same as it is for any ANOVA: The 
population means are equal. And the alternative is also the same for all ANOVAs: The null 
is false.

But the two-way ANOVA has an interesting twist. You will recall that the F test for a one-
way ANOVA allowed us to answer one question: Did the IV affect the DV? But with a two-
way ANOVA, we actually do three F tests. One F test will answer the following question: Did 
our first IV affect the DV? A second F test will answer this question: Did our second IV affect 
the DV? And a third F test will answer the following question: Did the different combinations 
of levels of the two IVs affect the DV?

When we look at the effect of each IV on the DV in a two-way ANOVA, we are examining 
what are called main effects. When we look at the effect of different combinations of levels 
of our two IVs on the DV, we are examining what is called an interaction effect.

So let’s imagine that we indeed are interested not only in our three types of beverages—
plain water, oxygenated water, and superoxygenated water—but also in the effect of 
stomach content, full versus empty stomach. There are three questions we can ask:

1. Overall, does type of drink make a difference in math performance?

2. Overall, does stomach content make a difference in math performance?

3. Does type of drink interact with stomach content in terms of math performance? 
In other words, does the effect of type of drink depend on stomach content?
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Let’s hypothesize a bit about these three questions.

1. Maybe we think that in general, people will do better on a math test the more 
oxygen there is in the drink they consume—in other words, we think there will be 
a main effect of type of drink.

2. Maybe we think that in general, people do better on a math test when they are 
hungry—in other words, we think there will be a main effect of stomach content.

Let’s consider the third question carefully.

3. Maybe we think that the benefits of oxygenation of the drink that our 
people consume will be different when they have an empty stomach than 
when they have a full stomach. Maybe we think that on an empty stomach, 
the superoxygenated drink will have a much stronger beneficial effect on 
math performance than it will when taken on a full stomach. In other 
words, we are hypothesizing an interaction between drink type and stomach 
content.

Three questions—three F tests.
For our study, we recruit 60 people and randomly assign 10 participants to each of our 

six conditions. The data are shown in Table 13.16. We have three F tests to do, one for 
each main effect and one for the interaction. The three F ratios we will compute are as 
follows:

F

F
MS

MS

F
MS

MS

F
MS
MS

A
WG

B
B

WG

A B
A B

WG

ratios (two-way ANOVA):

A=

=

=×
×

• A is our first IV: type of drink

• B is our second IV: stomach content

We will need to compute the sum of squares for each IV, the sum of squares for the 
interaction, and the within-group sum of squares, which we will use to compute the mean 
squares we will need for the three F ratios.

The first thing we will do is compute the between-groups sum of squares, which we will 
then partition or separate into the three bits that we actually want for our F tests—the sum 
of squares for A, the sum of squares for B, and the sum of squares for A × B.
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The formula for the between-groups sum of squares is as follows:

Between-groups sum of squares (two-way ANOVA): 

SS
A B

BG =
(∑ 1 1)) + ( ) + + ( )

−
( )∑ ∑ ∑2

2 2
2 2 2

A B A B

n

X

n
a b tot

tot



where a is the number of levels of the first IV, and b is the number of levels of the second 
IV.

This formula tells us to

1. sum the scores of the participants in each condition in the study and square each 
sum;

2. sum the squares from 1 and divide by n, the number of participants in each 
condition;

3. sum all the scores in the study, square the sum, and divide the total number of 
scores in the study; and then

4. subtract the value you got in 3 from the value you got in 2.

Full Stomach Empty Stomach

C O S C O S

56 58 60 58 59 84

80 69 70 79 74 85

63 70 75 65 68 83

62 69 72 63 70 83

67 70 72 68 71 80

71 70 73 70 72 80

68 70 70 70 71 84

73 72 78 75 73 82

70 70 76 65 75 80

67 66 73 65 72 78

Notes: We have assumed that sample sizes are the same for all conditions. The calculations for a two-way 
ANOVA with unequal sample sizes are more complicated, and we will not discuss them here. C = control 
group, O = oxygenated-drink group, S = superoxygenated group.

TABLE 13.16  Math Scores: Two-Way ANOVA
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The sum of squares between groups can now be separated into the three sums of 
squares we will use in our F tests, A, B, and A × B.

The formula for the A sum of squares is as follows:

A

SS
A A A

A
a

sum of squares (two-way ANOVA):

 =
( ) + ( ) + + ( )∑ ∑ ∑1

2
2

2


22 2

bn

X

n
tot

tot
−
( )∑

This formula tells us to

1. sum all the scores in each of the A conditions (i.e., sum across all levels of B) and 
square each sum;

2. sum the squares from 1 and divide by bn;

3. sum all the scores in the study, square the sum, and divide by the total number of 
scores in the study; and then

4. subtract the value you got in 3 from the value you got in 2.

Next, we find the sum of squares for our second main effect.
The formula for the B sum of squares is as follows:

B

SS
B B B

B
b

sum of squares Two-way ANOVA): (

=
( ) + ( ) + + ( )∑ ∑ ∑1

2
2

2


22 2

an

X

n
tot

tot
−
( )∑

This formula tells us to

1. sum all the scores in each of the B conditions (i.e., sum across all levels of A) and 
square each sum;

2. sum the squares from 1 and divide by an;

3. sum all the scores in the study, square the sum, and divide by the total number of 
scores in the study; and then

4. subtract the value you got in 3 from the value you got in 2.

Because the between-groups sum of squares is composed of the A, B, and A × B sum of 
squares, we will get the interaction sum of squares by subtraction.

The formula for the A × B sum of squares is as follows:

A × B sum of squares (two-way ANOVA): SSA×B = SSBG - SSA - SSB
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We will use the within-group sum of squares for the denominator of all three F ratios, 
and this sum of squares is calculated in the same way it is for the ANOVAs we have done 
previously. We find the sum of squares within each group and sum them.

Let’s do a two-way ANOVA on our beverage data.
First, we compute the between-groups sum of squares. For our six-group study, the 

formula is as follows:

SS
A B A B A B A B A B A B

BG =
( ) + ( ) + ( ) + ( ) + ( ) + ( )∑ ∑ ∑ ∑ ∑ ∑1 1

2
1 2

2
2 1

2
2 2

2
3 1

2
3 2

2

nn

X

n
tot

tot
−
( )∑ 2

Table 13.17 has the bits we need to do the computations.

A is type of drink

A1: Control

A2: Oxygenated

A3: Superoxygenated

B is stomach content

B1: Full

B2: Empty

We can now compute the between-groups sum of squares.

SSBG =
+ + + + +

−

=

474721 485809 556516 484416 550564 633616
10

4366
60

3077061 6 305592 07 1469 53. . .− =

Stomach 
Content B1 B2

Type of 
Drink A1 A2 A3 A1 A2 A3 Sum

Sum 689 697 737 696 742 806 4,366

Sum2 474,721 485,809 556,516 484,416 550,564 633,616 3,185,642

TABLE 13.17  Scores for Two-Way ANOVA Calculation
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Now, let’s compute the three sums of squares we actually want to test.
We first calculate the sum of squares for the A main effect. We have three levels of A, 

and our formula is

SS
A A A

bn

X

nA
tot

tot
=
( ) + ( ) + ( )

−
( )∑ ∑ ∑ ∑1

2
2

2
3

2 2

The data we need for this calculation are shown in Table 13.18.

And our sum of squares is

SSA =
+ +

−

= −

1836025 1929321 2365444
20

305592 07

306539 5 305592 07

.

. . == 947 43.

To find the B sum of squares, we use the data in Table 13.19.

SSB =
+

−

= − =

4326400 4848804
30

305592 07

305840 13 305592 07 248 07

.

. . .

A1 A2 A3 Sum

Sum 1,355 1,389 1,538 4,282

Sum2 1,836,025 1,929,321 2,365,444 6,130,790

TABLE 13.18  Sums and Squares for A Main Effect Calculation: Two-Way ANOVA

TABLE 13.19  Sums and Squares for B Main Effect Calculation: Two-Way ANOVA

B1 B2 Sum

Sum 2,080 2,202 4,282

Sum2 4,326,400 4,848,804 9,175,204

Because the between-groups sum of squares is composed of the A, B, and A × B sum of 
squares, we can find the A × B sum of squares by subtraction:

SSA×B = SSBG - SSA − SSB=1469.53−947.43−248.07 = 274.03
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Finally, we need the within-group sum of squares to use in the denominator for all three 
F tests. We compute the sum of squares within each group and sum them, and our sum of 
squares is

SSWG =1302 40.

We can now compute the mean squares we need and do our F tests.
We use the within-group mean square for our three tests. We calculate the mean square 

within groups by dividing the sum of squares within groups by the appropriate degrees of 
freedom. For this ANOVA, degrees of freedom within groups are equal to the total number 
of participants minus the total number of groups.

MS
SS

n kWG
WG

tot
=

−
= =

1302 40
54

24 12
.

.

We find the mean square of A by dividing the sum of squares of A by the degrees of 
freedom. The degrees of freedom are a - 1, the number of levels of the A IV minus 1. We 
have three levels of A, and so df = 2.

MS
SS
dfA

A

a
= = =

947 43
2

473 72
.

.

We can now compute the F ratio for the main effect of type of drink, A.

F
MS

MSA
A

WG
= = =

473 72
24 12

19 64
.

.
.

Let’s compute the F ratio for the B main effect, stomach content. Degrees of freedom are 
b - 1, number of levels of B minus 1.

MS
SS
df

F
MS

MS

B
B

b

B
B

WG

= = =

= = =

248 07
1

248 07

248 07
24 12

10 28

.
.

.
.

.

We finish our analysis by computing the interaction F ratio using (a - 1)(b - 1) degrees 
of freedom to find the interaction mean square.

MS
SS
df

F
MS
MS

A B
A B

a b

A B
A B

WG

×
×

×
×

= = =

= = =

×

272 03
2

137 01

137 01
24 12

.
.

.
.

55 68.

Let’s put all our calculations into an ANOVA summary table.
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FYI

Although Excel seems to have a two-way ANOVA in its menu, we have not been able 
to get it to work. Table 13.20 shows what the output from Excel should look like.

We can see that there is a significant main effect for type of drink, F(2, 54) = 19.64, 
p < .001; a main effect for stomach content, F(1, 54) = 10.28, p = .002; and a significant 
interaction effect, F(2, 54) = 5.68, p = .006. Post-ANOVA Tukey tests show that the super-
oxygenated group (M = 76.9, SD = 6.33) performed significantly better than the control 
group (M = 67.75, SD = 6.15) and the oxygenated group (M = 69.45, SD = 4.26) but that 
the control group and oxygenated group were not significantly different.

We would want to include effect size estimates for our three treatment effects, and we 
will use eta-squared again to do this. We use the sum of squares for A, B, and A × B in the 
numerator and sum of squares total (sum of squares between groups plus sum of squares 
within groups) in the denominator. Our effect size estimates are as follows:

η

η

η

A
A

tot

B

A B

SS
SS

2

2

2

947 43
2771 93

0 312

0 089

0 099

= = =

=

=

.
.

.

.

.×

The A effect was large, and the B and A × B effects were small.
We think that the best way to see what went on in a two-way ANOVA is to look at graphs of 

the main effects and the interaction. To graph these, we will use a table of group means (see 
Table 13.21). Let’s first look at the main effect of type of drink, which was significant at an 

TABLE 13.20  ANOVA Summary Table

Source SS df MS F p

A  947.43  2 473.72 19.64 <.001

B  248.07  1 248.07 10.28 =.002

A × B  274.03  2 137.01  5.68 =.006

Within groups 1302.40 54  24.12

TABLE 13.21  Group Means: Two-Way ANOVA

A1 A2 A3 Means

B1 67.7 68.4 71.9 69.33

B2 67.8 70.5 81.9 73.4

Mean 67.75 69.45 76.9
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alpha level of .001. Clearly, the scores were highest for the superoxygenated group and lowest 
for the control group (see Figure 13.2). Now, let’s graph our second main effect, stomach 
content (see Figure 13.3). Participants who were hungry did better than those who were not. 
The real value of a two-way ANOVA is our ability to examine an interaction effect (see Figure 
13.4). We know from our F test that the interaction was significant, and we can see that 
interaction by examining the figure. It is when participants are hungry that the superoxygenated 
drink really improves math performance. If we were to only look at the two main effects, we 
would overlook the most interesting finding in our study—the interaction effect.

Remember that the American Psychological Association expects researchers to provide 
an estimate of their effect sizes in the report. See Chapter 4 for details on estimates for 
various tests.

As we have said, ANOVA is a family of statistical analyses suitable for assessing differences 
among group means. And a great deal of research in psychology involves doing just that, 
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FIGURE 13.4  Interaction Between Type of Drink and Stomach Content
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but not all. Sometimes researchers are looking at nominal or ordinal variables and have 
classified things into categories. In these cases, a nonparametric analysis, such as a chi-
square, might be the appropriate test of significance.

Chi-Square Tests for Frequency Differences

Do dentists really prefer Crest? How would we do a study to answer this question? First, we 
would be more specific in our question. Let’s ask whether dentists prefer Crest over Colgate. 
We should randomly select a sample of dentists and ask each dentist to declare his or her 
preference. We count the number of people preferring each brand. These data are not 
measures, and means cannot be calculated. If dentists do not have a preference, we would 
expect about the same number of people to pick each brand of toothpaste, and we could 
use a chi-square test, called the goodness-of-fit test, to test our hypothesis. In chi-square, our 
null hypothesis is that our observed frequencies will not be different from those we expect.

The chi-square ratio is as follows:

Chi-square ratio : χ2
2

=
−( )∑ O E

E

The obtained value of chi-square is compared with the critical value where degrees of 
freedom are the number of categories minus 1. If the obtained value is larger than the 
critical value, the null is rejected. The researcher concludes that the obtained frequencies 
are significantly different from the expected frequencies. This test compares the frequency 
distribution of obtained scores with the frequency distribution that is expected, if the null 
hypothesis were true. Chi-square is a nonparametric test, and the test does not make the 
assumption that the population is normal in shape. Indeed, the inference that is made is 
about the shape of the population distribution. The null says it has a certain shape, and the 
alternative says it has a different shape.

So let’s randomly select 100 dentists from a listing of all dentists across the country and 
ask them to indicate whether they prefer Crest or Colgate. Our null is that there is no 
preference, and so we would expect about 50 dentists to choose each brand, and 50 is the 
expected frequency we would use in our test. Suppose 55 of our sample of 100 dentists 
chose Crest, and the rest chose Colgate. To conduct our chi-square test, we would create a 
table such as Table 13.22.

TABLE 13.22  Brand Preference: Expected (E) and Obtained (O) Frequencies

Crest Colgate

O 55 45

E 50 50

O - E  5 -5

(O - E)2 25 25

(O E)
E

2-
0.5 0.5
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And now we can compute our chi-square:

χ2
2 2 255 50

50
45 50

50
0 5 0 5 1=

−( ) =
−( ) +

−( ) = + =∑ O E

E
. .

We will compare our obtained value with the critical value of chi-square. We have only 
two categories, so df = 1, and at an alpha level of .05, the critical value of chi-square is 3.84. 
You can see that our obtained value is smaller than the critical value, and we cannot reject 
the null.

We would say that there is no statistical evidence that dentists prefer Crest over Colgate, 
c2(1, N = 100) = 1, ns.

For an outcome such as this, we would not report an effect size calculation because 
there is no evidence of an effect, but had the chi-square been statistically significant, we 
would proceed as follows. Effect size for a chi-square goodness-of-fit test is reported either 
as Cohen’s w or as pairwise comparisons using odds ratios. We will calculate both with this 
example.

Cohen’s w is calculated in the same form as a chi-square, except proportions are used 
instead of actual frequencies.

w
P P

P
O E

E
=

−( )
=

−( ) +
−( ) = +∑

2 2 20 55 0 50
0 50

0 45 0 50
0 50

0 005 0 00
. .

.
. .

.
. . 55 0 01= .

According to the guidelines we included in Chapter 4, this is a small effect.
Odds ratios are calculated as follows:

• The odds of a dentist recommending Crest over Colgate are 55/45 = 1.22

• The odds of a dentist recommending Colgate over Crest are 45/55 = 0.82

As you can see, the goodness-of-fit test is easy to use and suitable when you have 
frequency data on one variable. But what if we have categorized on two variables 
simultaneously and are interested in the relationship between these two categorical 
variables? In this case, we might use a chi-square test for independence. Let’s extend our 
toothpaste study to include two variables. Do you think amount of exposure to advertising 
might influence dentists? Let’s ask another sample of dentists (we will ask 200 this time) to 
tell us how much TV they watch per week and what toothpaste they prefer. And let’s 
include an Other category for our toothpaste variable. What we are doing, then, is 
simultaneously classifying our dentists on two variables: (1) brand of toothpaste preferred 
and (2) amount of time spent watching TV. In a chi-square test for independence, the null 
is that the two categories are indeed independent, and the alternative is that they are 
dependent. In other words, the alternative for our toothpaste example is that preference 
for brand of toothpaste depends on the amount of TV our dentists watch.

The chi-square ratio is computed in the same way for this test as for the goodness-of-fit 
test. If our obtained chi-square is larger than the critical value with df = (number of 
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categories of variable 1 - 1) (number of categories of variable 2 - 1), then we will conclude 
that the variables are dependent.

Table 13.23 shows our frequency data. When we did our chi-square test for goodness of 
fit, the expected frequencies were determined by the null hypothesis beforehand, or a priori. 
For a chi-square test for independence, you may recall that the expected frequencies are 
found post hoc. The formula we use to calculate the expected frequency for each cell is

E =
( )( )Rowsum Columnsum

Total

TV Hours/Week Brand Row Sum

Crest Colgate Other

>14 30 20 10  60

8–13 25 25 20  70

<8 20 25 25  70

Column sum 75 70 55 200

TABLE 13.23  Obtained Frequencies

TV Hours/Week Brand Row Sum

Crest Colgate Other

>14 22.5 21 16.5 60

8–13 26.25 24.5 19.25 70

<8 26.25 24.5 19.25 70

Column sum 75 70 55 200

TABLE 13.24  Expected Frequencies

Our expected frequencies for our toothpaste study are in Table 13.24. Our chi-square 
value is as follows:

χ2
2 2 230 22 5

22 5
25 19 25

19 25
8 42=

−( ) =
−( ) + +

−( ) =∑ O E

E

.
.

.
.

.

We have 4 df, and so the critical value of chi-square at a = .05 is 9.49. Again, we fail to reject 
the null. We have no statistical evidence that preference for brand of toothpaste depends on 
amount of TV watched per week, c2 (4, N = 200) = 8.42, ns. We will go ahead and calculate 
Cramer’s v, as an effect size estimate, for this analysis so you can see how it is done.

v
Ntot

= = =
χ2 8 42

200
0 205

.
.
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According to the guidelines we included in Chapter 4, this is a small effect.
Chi-square is easy to compute and suitable for categorical data. We think it is always 

better to use parametric tests of significance rather than nonparametric tests, and so we 
encourage our students to collect interval or ratio measures if they can. Of course, 
sometimes that is not possible, and so nonparametric analyses must be used. We will 
mention some of the additional common nonparametric tests here, but students should 
refer to a statistics text for more information about these tests.

A nonparametric alternative to a t test for independent groups is the Mann–Whitney U 
test, which detects differences in central tendency and differences in the entire distributions 
of rank-ordered data.

The Wilcoxon signed-ranks test is an alternative to a t test for dependent groups for rank-
order data on the same or matched participants.

A nonparametric alternative to the one-way ANOVA is the Kruskal–Wallis H test, which 
is used when the data are rank orders of three or more independent groups. When those 
groups are dependent (i.e., repeated measures), a nonparametric test is the Friedman T test.

These statistics are quite easy to compute, and again, we refer you to any general 
statistics text for details.

We have found that students in our methods courses are often interested in how 
variables are related. Are richer people happier people? Do more attractive students get 
better grades than less attractive students? These are questions about correlations, and we 
will discuss two tests of significance that can be used to answer these kinds of questions.

Correlation Tests of Significance

When we have measures on two continuous variables and we want to know if these 
variables are systematically related, we might choose Pearson’s r test. If we have rank-order 
data on two variables, we might choose Spearman’s rank-order correlation test.

Pearson’s r test. Pearson’s r test is used to determine if there is a linear relationship between 
two continuous variables. Values of r can range from +1 to -1. The sign indicates the direction 
of the relationship, and the value tells us the strength. If there is no relationship between the 
variables, r = 0; if there is a perfect correlation, then r = +1 or -1. Of course, perfect 
correlations do not occur in the real world, so if you get one, you have probably correlated two 
variables that are measuring the same thing. Such would be the case if you correlate height 
measured in inches with height measured in centimeters. As with the other tests of significance, 
if your obtained r value (ignoring the sign) is larger than the critical value with np - 2 df, you 
will conclude that there is a statistically significant relationship between the variables. The null 
hypothesis for r is that there is no relationship between the variables in the population.

Pearson’s coefficient is useful for determining relationships between continuous 
variables. But there are some things we want to bring to your attention. Pearson’s r is only 
appropriate if the relationship between the variables is linear. By this we mean that the best 
way to describe the relationship is with a straight line. Pearson’s r is not useful if the 
relationship is curvilinear, for example. Performance on a cognitive task, such as writing a 
tough exam, depends in part on arousal. If you are asleep, you probably will not do well. 
Likewise, if you are totally freaked out, you will not do well either. A moderate level of 
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physiological arousal is best for cognitive tasks such as exam writing. So the relationship 
between arousal and exam performance is curvilinear, not linear, and calculating Pearson’s 
r would not give a result that reflects this relationship.

Pearson’s r also assumes what is called homogeneity of variance. This means that the 
variability around the regression line (or straight line of best fit) is more or less equal from 
top to bottom. If there is a lot more variability in Y for high values of X, for example, than 
for low values of X, Pearson’s r will underestimate the strength of the relationship between 
X and Y for low values of X and overestimate the relationship for high values of X. It is best 
to examine a scattergram of the bivariate distribution to make sure that the variability in Y 
along the regression line is about the same.

Another problem arises when there are a few wildly extreme points, called outliers. 
These can have big effects on the size of the correlation. How to treat outliers is a matter 
of debate, and interested students should consult an upper-level statistics text for more 
information on this debate.

Perhaps our review of the literature leads us to think that there might be a negative 
correlation between criminality and income. In other words, we believe that among people 
who have been convicted of crimes, those who are poorer commit more crimes than those 
who are less poor. From databases kept by our local police department, we are able to find 
measures of both income level (average more than 5 years) and number of criminal 
convictions (more than 5 years) for 30 men between the ages of 18 and 25. Both variables are 
ratio variables, and so we can use Pearson’s r test to measure the relationship between them.

The formula for Pearson’s r is

Pearson s coefficient: ’
/

r r
XY X Y n

SS SSX Y
=

− ( )( )∑∑ ∑

This formula indicates that we need to multiply each pair of measures that we have for 
each participant and sum those products. We also need the sums and sums of squares for 
each variable.

Table 13.25 has the bits and pieces we need to do our correlation test. Let’s compute 
Pearson’s r for our data.

r
XY X Y n

SS SS

r

X Y
=

− ( )( )

=
− ( )( )

( )
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As usual, we compare our obtained value with the critical value found in any statistics 
text. The critical value of r at a = .01 and 28 df is .463.

Our value (ignoring the sign) is larger than the critical value, and we may reject the null 
and say that there is a significant correlation between income level and number of convic-
tions, r(28) = -.63, p < .01. We would report the coefficient of determination as our effect 
size estimate in this case (r2 = .397), and once again we have a large effect.
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Participant
Average 
Income Convictions X2 Y2 XY

 1  12,000  22 144,000,000 484 264,000

 2  12,500  20 156,250,000 400 250,000

 3  14,000  10 196,000,000 100 140,000

 4  14,200  15 201,640,000 225 213,000

 5  14,300  10 204,490,000 100 143,000

 6  15,000  15 225,000,000 225 225,000

 7  15,400  10 237,160,000 100 154,000

 8  15,600  10 243,360,000 100 156,000

 9  16,000   8 256,000,000 64 128,000

10  16,000   8 256,000,000 64 128,000

11  16,300   8 265,690,000 64 130,400

12  16,500  10 272,250,000 100 165,000

13  17,000   5 289,000,000 25 85,000

14  17,450   5 304,502,500 25 87,250

15  17,500   6 306,250,000 36 105,000

16  17,600   6 309,760,000 36 105,600

17  17,650   8 311,522,500 64 141,200

18  17,650   8 311,522,500 64 141,200

19  17,700   7 313,290,000 49 123,900

20  17,800   3 316,840,000 9 53,400

21  17,800   8 316,840,000 64 142,400

22  18,000   5 324,000,000 25 90,000

23  18,500   4 342,250,000 16 74,000

24  20,222   4 408,929,284 16 80,888

25  20,500   9 420,250,000 81 184,500

26  22,000   3 484,000,000 9 66,000

27  26,000   3 676,000,000 9 78,000

28  35,000   1 1,225,000,000 1 35,000

29  37,000   4 1,369,000,000 16 148,000

30  40,000   2 1,600,000,000 4 80,000

Sum 573,172 237 12,286,796,784 2,575 3,917,738

TABLE 13.25  Income and Number of Convictions: Pearson’s r Test
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As you may have gathered, we are both visual people and like to graph things. Figure 
13.5 presents the scattergram of our data. As you can see, as income increases, number of 
convictions decreases.

Pearson’s correlation test is suitable for assessing the linear relationship between two 
continuous variables. Pearson’s correlation test has been adapted for various kinds of 
measures. One of these is suitable for rank-order data.

Spearman’s Rank-Order Correlation Test. Imagine that we have rank ordered 10 occupations 
from highest to lowest in terms of average income, and we conduct a survey asking people 
to rank order the 10 occupations in terms of prestige. We wonder if those occupations with 
higher-income ranks are the ones that people rank as more prestigious. Both variables are 
rank orders, and Spearman’s rank-order correlation test will answer our question.

The formula for Spearman’s rho is

Spearman s rho coefficient rho’ : = −
−( )

∑1
6

1

2

2

d

n n

where d is the difference between each pair of ranks, and n is the number of paired ranks.
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FIGURE 13.5  Scattergram of Number of Convictions and Income Level
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To calculate this correlation, we will need to find the rank differences, square the 
difference, and sum the squares. Table 13.26 contains the information we need.

Let’s compute Spearman’s rho.

rho = − ( )
−( )

=1
6 10

10 100 1
94.

When we consult a table of critical values of rho, we will see that our obtained value is 
significant at the .001 level. And we may conclude that there is a significant positive cor-
relation between prestige and income ranks, rho(n = 10) = .94, p < .001, and that the 
effect is a large one (rho2 = .88). To inspect our relationship visually, we would plot our 
data in a scattergram (see Figure 13.6). As Figure 13.6 clearly shows, occupations with 
higher incomes are perceived as more prestigious.

Our primary objective in this chapter was to go through in a step-by-step fashion the 
typical kinds of statistical analyses that our students use to analyze the data they gather for 
various research projects that they do in our research methods course. And we have shown 
you how those analyses should be reported. You may find that we have not covered the 
particular statistical analysis that you need for your research project. We wish that we could 
anticipate all the possible analyses that students taking research methods courses might 
use, but alas, we cannot do that. Once again, we will have to refer you to your statistics 
textbook for specifics on analyses that we did not cover here. But perhaps we can offer 
some help to you as you consider your choices.

TABLE 13.26   Prestige and Income for 10 Occupations:  
Ranks, Differences, and Squares for Spearman’s Rho

Ranks

Occupation Prestige Income d d2

Physician  1  1  0  0

Lawyer  2  2  0  0

Banker  3  3  0  0

Professor  4  4  0  0

Engineer  5  7 -2  4

Hairstylist  6  6  0  0

Computer technician  7  5  2  4

Secretary  8  9 -1  1

Server  9  8  1  1

Laborer 10 10  0  0

Sum 10
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FIGURE 13.6  Scattergram of Ranks for Prestige and Income for 10 Occupations

Choosing the Appropriate Test of Significance
Deciding which test of significance will most appropriately and best answer a research 
question is often very difficult for students. This is a skill that cannot be acquired without 
a solid understanding of statistics. We include two flow diagrams in Figure 13.7 that we 
hope might help.

More on Data Analysis With Computers
Computers have fundamentally changed data analysis. The computer has meant that we 
do not have to worry about embarrassing arithmetic errors or looking up critical values in 
tables, and even the most complex analyses take only seconds to calculate. On the other 
hand, just because you can complete a complex statistical analysis with a few mouse clicks 
does not mean that you are using the correct analysis or that you are able to interpret the 
analysis. At our university, we offer an intermediate statistics course that includes how to 
use SPSS (Statistical Package for the Social Sciences), but we are not going to cover 
computer use here. However, it is important to note that t tests (for independent groups and 
dependent groups), Pearson’s r, one-way and two-way ANOVAs, and several other simple 
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FIGURE 13.7  Choosing the Appropriate Test of Significance
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statistical tests are built into Microsoft Excel. Also, we encourage our students to access a 
very useful (and free) package on the web from Vassar College in New York State (search 
word: VassarStats).

CONCEPTUAL EXERCISE 13C

Which test of significance would you recommend for the following research problems?

1. You wish to compare the effectiveness of three different training approaches 
on gymnastic performance. Individuals are randomly assigned to one of three 
training programs, and you measure mean performance using judges’ scores.

2. You wish to compare the popularity of four different styles of underwear: (1) 
briefs, (2) bikinis, (3) boxers, and (4) thongs. You are also interested in whether 
the popularity differs between men and women. Your approach is to simply ask 
an equal number of men and women what they are wearing today. To control for 
age, you restrict your sample to individuals who are 18 to 24 years of age.

3. Many students hold part-time jobs while attending university. You think the 
amount of time a student works will have a negative effect on his or her 
academic performance. You test this by obtaining a sample of students and 
asking them how many hours, on average, they worked per week for the last 
academic term. You use their GPA at the end of term as your measure of 
academic performance.

4. A new drug has been released. The pharmaceutical company claims it is better 
than any other drug on the market to control hallucinations in patients 
diagnosed with schizophrenia. You decide to test the drug. You randomly select 
a number of patients diagnosed with schizophrenia and randomly assign them 
to two conditions. The treatment group will be prescribed the new drug, and the 
others will be given their usual drug treatment. For 3 months, the participants 
record the number of hallucinations they experience. You are interested in 
comparing the mean number of hallucinations reported by the two groups.

5. A new drug has been released. The pharmaceutical company claims it is better 
than any other drug on the market to control hallucinations in patients diagnosed 
with schizophrenia. You decide to test the drug. You randomly select a number 
of patients diagnosed with schizophrenia. Half the participants take the new 
drug for a 6-month period and then take their regular drug for the next 6 months. 
The other half take the drugs in reverse, the regular drug for the first 6 months 
and the new drug for the subsequent 6 months. All participants record the 
number of hallucinations they experience during each 6-month period. You are 
interested in comparing the mean number of hallucinations when participants 
are on the new drug with the mean number of hallucinations when they are on 
their regular prescription.
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CHAPTER SUMMARY

This chapter was designed for students doing or proposing research projects, and it begins 
with a refresher of basic descriptive and inferential procedures.

Descriptive statistics are used to summarize data, and inferential statistics are used to 
generalize from samples to populations. Descriptive statistics that summarize the central 
tendency of distributions include the mean, the median, and the mode. The mean is the 
arithmetic average, the median is the middle value, and the mode is the most frequently 
occurring value in a distribution.

Descriptive statistics that summarize the variability of distributions include the range 
and the standard deviation. The range is the span of a distribution, and the standard 
deviation is the average distance of scores from the mean.

Selecting the appropriate descriptive statistics depends in part on the level of the 
measured variables. The mode would be the measure of the central tendency suitable for 
nominal variables. Ordinal variables can be described by mode and range. Median and/or 
mean and range and/or standard deviation can be reported for interval variables. Ratio 
variables should be described by the mean and standard deviation.

The t test is a parametric test of significance that can be used to test for the difference 
between the means of two sets of interval or ratio measures. If those measures have been 
provided by participants who were randomly assigned to groups, a t test for independent 
groups may be used. If those measures were provided by one group of participants (a 
repeated-measures design) or by matched pairs of participants (a matched-groups design), a 
t test for dependent groups may be used.

The F test is a parametric test of significance that can be used to test for differences 
among means of more than two sets of interval or ratio measures. A one-way ANOVA can 
be used to test for differences among means when participants have been randomly 
assigned to several levels of one IV. A one-way ANOVA with repeated measures can be 
used to test for differences among means when participants serve under each level of 
one IV.

A two-way ANOVA can be used to test for differences among means when participants 
have been randomly assigned to all combinations of the levels of two IVs. Three F ratios 
are calculated in a two-way ANOVA, one for each main effect and one for the interaction 
effect.

Chi-square is a nonparametric test of significance that is used to compare frequency 
counts on categorical (nominal or ordinal) variables. The goodness-of-fit test is used to 
compare obtained frequencies with expected frequencies on one variable, and the test for 
independence is used to compare obtained frequencies with expected frequencies on two 
variables. The chi-square test compares the shape of the obtained frequency distribution 
with that specified in the null hypothesis.

To determine the linear relationship between two continuous variables, the Pearson’s r 
test may be used. Spearman’s rank-order correlation, rho, can be used to test for the linear 
relationship between the ranks of two variables (i.e., ordinal). Both correlation tests 
produce a correlation coefficient ranging from -1 to +1. The closer the correlation is to -1 
or +1, the stronger the relationship.
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CHAPTER RESOURCES

A N S W E R S  T O  C O N C E P T U A L  E X E R C I S E S

Conceptual Exercise 13A

1. Probably mean is the best measure of average GPA.

2. Perhaps mode would be the best measure here because it would be the “typical” number of 
children.

3. Well, some basketball players are really tall, so perhaps median might be the best measure 
of average height.

Conceptual Exercise 13B

1. IQ is an interval variable, and the mean and standard deviation would be appropriate.

2. Salary is a ratio variable that is typically positively skewed. Perhaps median is the best 
measure of central tendency. Standard deviation should be reported.

3. Again, median and standard deviation are appropriate for salary.

4. Student evaluations are on an interval scale, at best. Median or even mode could be used, 
and range should be reported.

5. Modal dress size and range should be reported.

Conceptual Exercise 13C

1. Mean performance is the dependent measure, so we know that a parametric test of 
significance is in order. There is one IV, type of training, with three levels. We should choose 
a one-way ANOVA.

2. Presumably, we are going to count the number of people who report wearing each type of 
underwear and classify them by gender. Our research question is “Does type of underwear 
worn by our group depend on gender?” This question could be assessed with a chi-square 
test for independence. Any inference we make could only be generalized to the population 
from which we sampled (i.e., people between 18 and 24 years of age).

3. This research question is best answered with a correlation test. Because the variables, GPA 
and average number of hours worked per week, are both ratio variables, Pearson’s r is a 
good test to use to see if the variables are related.

4. Participants have been randomly assigned to groups, and the dependent measure (number 
of hallucinations) is a ratio variable. The appropriate test of significance is a t test for 
independent groups.

5. Well, let’s assume that any carryover effects that might arise with a design such as this have 
been addressed. Because all participants served in both conditions, a repeated-measures 
design, the appropriate test is a t test for dependent groups.
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F A Q

Q1: If variability is such a problem, why not use lab rats for everything?

A1: Well, we sure can use lab rats to study many kinds of behavior. Lots of research in basic 
learning processes has relied on the lab rat, but rats are probably not going to help us 
understand the complex mental processes that we humans have.

Q2: Which average is best?

A2: It is not really a matter of best. The choice of which measure to use depends on the nature 
of the variable and, in some cases, the shape of the distribution.

Q3: What’s the difference between standard deviation and variance? Why do we need both?

A3: The variance is the square of the standard deviation. Standard deviation is the measure we 
use descriptively. Variance is used in inferential analyses.

Q4: How do I determine what inferential statistics to use?

A4: The short answer is that it depends on your variables (i.e., nominal, ordinal, interval, or 
ratio) and your research hypothesis. Many statistics books provide decision flowcharts for 
determining which test to use, and we would suggest you go back to your statistics text to 
review this.

Q5: Why is regression called regression?

A5: It is a reference to regressing to the mean. A regression line is fitted as closely as possible 
to the mean of the values of Y for any given value of X. The fit is one that minimizes the 
sum of the squared distances between the actual Y values and the predicted Y values (i.e., 
the regression line). This method of best fitting the straight line to a bivariate distribution 
is called the least squares criterion, developed by Karl Pearson.

Q6: What do I do if my correlation data form a curve and not a straight line?

A6: It is always a good idea to plot your data so you can see what the relationship looks like. If 
it is not a linear relationship, then do not use linear regression. There are nonlinear 
procedures that fit a curve to the data instead of a straight line. For example, the equation 
for a line is y = mx + constant, but a curve with one bend uses a quadratic equation 
(remember this from high school?), y = ax2 + bx + constant; a curve with two bends is a 
cubic equation, y = ax3 + bx2 + cx + constant, and so on.

NOTE: We have not included chapter exercises and projects here. This chapter is intended 
for students who are conducting or proposing a research project for their methods class.

A N C I L L A R I E S

Visit the companion website at www.sagepub.com/evans3e for these additional learning 
resources:

•• Self-quizzes

•• SAGE Journal Articles

•• Video and Audio Links

•• Additional Web Resources




