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learning outcomes

 { Understand the basic concepts of lin-
ear regression analysis

 { Explain the estimation method of ordi-
nary least squares

 { Learn to use linear regression analysis 
for hypothesis and prediction purposes

 { Understand and interpret simple 
(bivariate) linear regression analysis

 { Learn how to develop a simple linear 
regression model and estimate it using 
Stata

In this chapter we first explain the mechanics and logic behind regression analysis within the 
framework of a simple (bivariate) linear regression as several of the regression concepts can 
easily be presented in this framework and generalized to the multiple regression case that we 
treat in the next chapter. Detailed conceptual treatment of simple regression is supplemented 
by a practical session demonstrating how to perform linear regression using Stata based on a 
real-life dataset. Although some parts of the chapter may seem technical, they are essential 
in laying down a solid foundation for better understanding and applying regression analysis 
to your own data.

 3 1  WHAT IS REGRESSION ANALYSIS?

Regression analysis is a statistical technique that examines the relationship between one con-
tinuous dependent1 (Y) and one (X1) or more continuous/categorical independent2 variables 
(X2, X3, …, Xn), with the aim mainly being to test one or several hypotheses and/or make 
predictions. More explicitly, a researcher may readily incorporate these two aims into the 
same study in an attempt to extract more detailed information from the regression analysis. 
We can now explain what these aims are actually about.

As far as hypothesis testing is concerned, regression analysis is used to provide quantita-
tive evidence about a relationship between a set of variables measuring different phenomena 
in a population based upon a random sample of data drawn from the population. The 
quantitative evidence comes in the form of an estimated regression coefficient showing the 
strength of the relationship between two variables and an associated statistical test provid-
ing evidence for whether or not this relationship is statistically significant. For instance, a 
researcher may hypothesize a significant positive relationship between people’s educational 
level and their hourly wage level. Such a hypothesis is more typically formulated in the 
social sciences as a significant positive effect of people’s educational level on their hourly 
wage level. The latter formulation of the researcher’s hypothesis is clearly a much stronger 
statement implying a causal relationship between the two variables which estimations from 
regression analysis alone cannot support. Frankly speaking, regression analysis cares little 

1
 Alternative terms used for dependent variable are outcome, response, and endogenous variable. 

2
 Alternative terms used for independent variable are predictor, explanatory, and exogenous variable.
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about how you formulate your hypothesis! It provides you with the same results regardless. 
In other words, strictly speaking, causality cannot be established through any statistical 
techniques including regression analysis. Evidence obtained from regression analysis about 
a strong and statistically significant relationship between two variables may be attributed 
to causality through compelling theoretical reasoning and/or common sense. For instance, 
very few would oppose a research finding saying that educational level affects wage level as 
it makes sense simply on the basis of logical explanation.

When it comes to the second aim, making predictions, regression analysis is typically used 
to predict the population mean3 value of a dependent variable at different values of one or 
more independent variables based on a random sample of data. Continuing with our previous 
example, we may, for instance, want to predict the mean hourly wage level of those with 10, 
15 and 20 years of education. Predictions from the regression analysis may show that those 
with 10, 15 and 20 years of education have a mean hourly wage of $22, $40 and $58, respec-
tively. The choice of values of the independent variables (10, 15, and 20 years of education in 
our example) at which we want to predict the mean value of the dependent variable (hourly 
wage) will depend on the researcher’s analytical purposes. Incidentally, using regression analy-
sis for prediction purposes does not necessarily require that causality should be established 
between two variables. An independent variable (e.g., number of tables available in a sample 
of university canteens) can be very useful in predicting a dependent variable (e.g., number of 
meals sold in these canteens) without having to cause it. If your purpose is solely prediction, 
you can still use this non-causal independent variable in your regression analysis.

Regardless of the purpose regression analysis is used for, the common first step is to specify 
a conceptual model and a mathematical function explaining the relationship between the 
variables of interest (Pedace, 2013). In what follows we show this step by going through 
simple (bivariate) linear regression analysis. We then transfer these ideas to the multiple 
regression case in Chapter 4. The reason for this choice is that many regression concepts can 
more easily be explained and illustrated using simple regression analysis, an approach we 
think will lay a good foundation for better understanding multiple regression analysis.

 3 2  SIMPLE LINEAR REGRESSION ANALYSIS

A simple linear regression analysis examines the relationship between only two variables. 
Depending on the researcher’s conceptual model (i.e., what the researcher thinks the rela-
tionship is like in the population), one of these variables will be designated as dependent 
(Y) and the other as independent (X). This relationship can be phrased mathematically as 
Y f X= ( ), which says that changes in Y are a function of changes in X. Having established the 
reasoning for the relationship, the next step is to decide upon a functional form to apply to 
this relationship. Unsurprisingly, we typically use a linear function to describe the relation-
ship between Y and X. A linear function simply assumes that a change in X corresponds to a 
consistent and uniform change in Y.4 Geometrically, the linear function is represented by a 

3
 Alternative terms for the population mean of Y are the expected value of Y, the conditional mean of Y , or just mean-Y.

4
 Alternatively, we can also say that a linear function suggests that a one-unit change in the independent variable 

leads to a certain amount of increase or decrease in the dependent variable.
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straight line, also called a regression line, passing through the data cloud showing the rela-
tionship between Y and X.

There are several reasons why we almost always choose to apply the linear function by 
default (Lewis-Beck, 1980; Midtbø, 2007). Firstly, most relationships between different meas-
ures (education → income, sleeplessness → performance, motivation → success, etc.) in the 
social sciences are described in a linear fashion, whether negative or positive. Secondly, 
there is not always strong theory suggesting a functional form as an alternative to the linear. 
Thirdly, even some of the nonlinear/curvilinear relationships (age → income) can still be 
examined using a linear regression function. The impetus for investigating nonlinear rela-
tionships through linear regression functions is simply that linear regression functions are 
considered easier to apply and understand. This perception implies simplicity as the fourth 
reason why linear functions are commonly used in the social sciences.

Having specified the conceptual model and decided upon the linear function, we can 
mathematically express the hypothesized relationship between Y and X as

 Y Xi i= +β β0 1 . (3.1)

Equation (3.1) implies that it is the individual Y-values (Yi) that change linearly with 
X. This is probably also the reason why we sometimes encounter statements like  
‘as X increases, so does Y’ in social science research articles. More precisely, however, it is 
rather the mean or expected values of Y (denoted by E[Yi]) that we can assume to change 
linearly with X in the population.5 As such, the relationship between Y and X should 
rather be formulated as6

 E Y Xi i[ ] = +β β0 1 .  (3.2)

As depicted in Figure 3.1, E[Yi] is the mean of the Y-values in the population. Typically there 
will be an E[Yi] at each level of X. The term β0 represents the intercept or constant, which is 
simply the mean-Y value when X = 0. In other words, the intercept is the point at which the 
regression line crosses the Y-axis. Incidentally, the interpretation of the intercept does not 
generally make sense if the value of zero is not included in the range of X. The term β1 is the 
regression coefficient7 showing the amount of change in mean-Y for every unit increase in 
X. We could alternatively state that β1 represents the amount of change in Y (on average) for 
every unit increase in X. Notice that the first statement uses mean-Y whereas the alternative 
statement uses just Y. However, both statements mean the same thing. Regardless of these 
statements, we can simply consider β1 as the average effect of X on Y. Geometrically, β1 is rep-
resented by the slope/gradient of the regression line, which can be quantified by taking the 
ratio of the rise (↑) to the run (→) of the slope. More specifically, β1 is the ratio of the change 
in mean-Y to the change in X.

5
 This assumption is the basis of the so-called population regression function/model expressed in equation (3.2).

6
 E[Y

i
] should actually be read as E[Y

i
 | X

i
].

7
 An alternative term for regression coefficient is slope coefficient or just slope. 
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Moreover, there is also an error8 term causing observed individual Y-values to vary around 
E[Yi] or mean-Y at each value of X (see also Figure 3.1). This means that there may be other 
variables9 (not included in the regression model) that also influence Y. Suppose that, after 
estimating a sample regression model (education → wage), we predict that those with 15 
years of education earn $40 per hour on average. Not all the individuals with 15 years of edu-
cation are expected to earn exactly $40 per hour but many of them will do. However, there 
will also be some earning more/less than $40 as a function of, for instance, number of years 
of work experience.

Mathematically, the error term represents the difference between the observed individual 
Y-values (Yi) and E[Yi]:

 ε i i iY Y= − E[ ] , where E Y Xi i[ ] = +β β0 1 . (3.3)

As such,

 Y Yi i i= [ ] +E ε . (3.4)

If we simply substitute E[Yi], then

 Y Xi i i= + +β β ε0 1 . (3.5)

8
 Alternative terms used are noise and disturbance.

9
 Here we do not mean to equate the error term only with independent variables not included. The error term may 

additionally include measurement error and pure randomness/inconsistency in human behaviour (Gordon, 2010).

0

Y

E(Y|X i
) = β 0

 + β 1
X i

E(Y|Xi = 1)

E(Y|Xi = 0) = β0

E(Y|Xi = 2)

E(Y|Xi = 3)

E(Y|Xi = 4)

1 2

run

rise

3 4 X

β1

β1

β1

β1

Figure 3.1 Geometric representation of regression
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Examining (3.5), we observe that a regression model consists of two parts: one deterministic10 
and one random.11 The deterministic part is represented by β β0 1+ Xi  predicting E[Yi], which 
is the same for each member of the population with the same value of X. The random part is 
reflected by ε i  making the population members with the same value of X vary around E[Yi] 
(Hamilton, 1992). Furthermore, the deterministic and random parts respectively represent 
the mean and variance of the distributions of observed individual Y-values at each level of X 
(Gordon, 2010).

We have so far built up a population regression model. In other words, our treatment has 
until now been purely theoretical as all we have done is formulate what we think the relation-
ship between Y and X would be like in the population. The next step is to put an estimate 
on this theoretical idea. As we rarely have access to an entire population in the social science 
studies, we instead commonly obtain a random sample from the population of interest. We 
then use this sample information to estimate the population regression model. The estimation 
method that we typically use to do so is called ordinary least squares (OLS).12

321 Ordinary least squares

The estimation method of OLS is based on the least-squares principle. To estimate the 
population regression model (equation (3.2)), we first need to express its sample counterpart13 
as follows:

 ˆ ˆ ˆY Xi i= +β β0 1 , (3.6)

where Ŷi  is the mean-Y predicted/estimated by the regression line ( ˆ ˆβ β0 1+ Xi ) at levels of X.
We can then show that the sample estimate of the error terms (residuals) is equal to the 

observed individual Y-values minus predicted/estimated mean-Y:

 ˆ ˆε i i iY Y= − , where ˆ ˆ ˆY Xi i= +β β0 1 . (3.7)

As may also have occurred to you, we would naturally want our predicted mean-Y values ( Ŷi )  
to be as close14 as possible to the actual individual Y-values (Yi). That is, we would want our 
residuals ( ε̂ i ) as small as possible (see Figure 3.2):

 min ,Σε
∧

i  where ˆ ˆε i i iY Y= − . (3.8)

10
 Alternative terms used for deterministic are systematic and observed.

11
 Alternative terms used for random are stochastic, non-systematic and latent.

12
 There are several other estimation methods (maximum likelihood, weighted least squares, etc.), some of which we 

will encounter in some other later chapters of the book.

13
 We put hats (^) over the sample estimates (coefficients and error term) to distinguish them from population 

parameters. 

14
 The closer they are, the better our model may be in predicting the dependent variable in the population.
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Although equation (3.8) makes sense conceptually, we encounter a technical problem when 
trying to minimize the sum of the residuals. The sum of the residuals will, as expected, be 
exactly zero since the positive values (observed Y-values above the predicted mean-Y values) 
and negative values (observed Y-values below the predicted mean-Y values) will cancel each 
other out. This is where the least-squares principle comes in. The least-squares method rem-
edies this problem by minimizing the sum of the squared15 residuals instead (Dougherty, 2011):

 min whereΣε ε
∧ ∧ ∧






i i i 

2 2
2

, = −Y Yi . (3.9)

From equation (3.9), we can also see that the residual sum of squares (RSS)16 is a func-
tion of the values of β̂0  (intercept) and β̂1  (slope). What the least-squares method does is 
find those (best) values of the intercept and slope that provide us with the smallest value 
of the RSS (hence the name least squares!) or the regression line that is on average closest 
to all the observed individual Y-values (thus called line of best fit) than any other line. 
The least-squares method does some complex calculus to derive the (best) intercept and 
slope coefficients. We will, however, skip these mathematical details17 here and instead 

15
 Squaring makes negative values positive (modulus), so that cancellation is avoided; and it gives larger residuals 

more weight. For example, if you square –2 you get 4, whereas if you square –4 you get 16. 

16
 The sum of the squared residuals is alternatively referred to as the residual sum of squares (RSS) or error sum of 

squares (SSE or ESS).

17
 Interested readers can find the details of the calculus in any introductory econometrics book (e.g., dougherty, 2011).

Y

Yi (observed)

X

Yi (predicted)
∧

(residual) εi

∧

∧
∧

∧

Y i
 = β 0

 + β 1
X i

Figure 3.2 The least-squares principle 
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present below the resulting formulae from these calculus, which are relatively easy to 
apply in the case of a bivariate regression.18

The RSS is minimized when

 β̂1 =
−( ) −( )
−( ) −( )

Σ

Σ

X X Y Y

X X X X

i i

i i

  (3.10)

and

 ˆ ˆβ β0 1= −Y X , (3.11)

where Y  and X  are the mean values of Y and X, respectively. Equation (3.10) shows a ratio 
in terms of deviation. We can alternatively present equation (3.10) in terms of variance, 
which simply will be the ratio of the covariance of Y and X to the variance of X (or covariance 
of X with itself, if you like), which can be expressed as

 ˆ ˆ

ˆ
β

σ

σ1 = xy

xx

. (3.12)

The regression coefficients obtained through OLS are known to be best linear unbiased 
estimates (BLUE) of the population regression parameters provided that the Gauss–Markov 
assumptions are met. These assumptions are treated in detail in Chapter 7. What is meant 
by unbiasedness is that the mean of the sampling distribution of OLS estimates ( β̂ ) will 
approximate the true population parameter ( β ) value. A second property that makes OLS the 
best estimator is efficiency. This means that the width (variance) of the sampling distribution 
of OLS estimates is narrower/less (than that of any other linear estimator).

322 Goodness of fit

Residual standard deviation

Technically, you can estimate a regression model for any two variables and get a line of best 
fit. However, we still have to examine how well the line of best fit produced by OLS summa-
rizes/describes the relationship between the two variables. As the aim of OLS is to minimize 
the residual sum of squares, the starting point would be to quantify the RSS (equation (3.9)). 
Since the RSS shows the overall deviation from the regression line, it makes sense to average 
it (i.e., the variance; Gordon, 2010) to be able to compare it across samples of different sizes:

 ˆ
ˆ

σ
ε

ε
2

2

=
−

Σ i

n K
, (3.13)

where n is the sample size and K is the number of parameters estimated. Now we have an 
average deviation, but in squared units of Y. It thus makes sense to transform the variance 
into a more intuitive measure (i.e., the original metric of Y), which is done by simply taking 
the square root of the variance (Pardoe, 2006):

18
 In the case of a multiple regression, we would need to derive the coefficients using complex and time-consuming 

matrix algebra. Fortunately, we have statistical software like Stata that does this for us very quickly and accurately. 
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 ˆ
ˆ

σ
ε

ε = ∑
−

i

n K

2
. (3.14)

The resulting quantity is the standard deviation of the residuals,19 showing us the ‘average’ 
distance between the observed individual Y-values (Yi) and predicted mean-Y values ( Ŷi ) rep-
resented by the regression line (Fox, 1997). So, if you have a Y-value with a range of 180–586 
and you estimate the standard deviation of the residuals to be 27, what you can claim is that 
the observed individual Y-values are, on ‘average’, 27 units (dollars, metres etc. depending on 
the metric of Y) away from the regression line.20 However, there is no general cut-off value for 
judging whether this distance (27) is a sign of a good model or not, apart from the fact that 
the closer it gets to zero, the better the model is. That is, out of two competing models, the 
one with the lowest standard deviation of the residuals ( σ̂ε ) will be favoured.

We can use the arithmetic average of Y as a baseline model to compare our regression 
model with. After all, in the baseline model we can claim to use the arithmetic average, 
whereas in the regression model we use the line to predict the dependent variable. As such, 
the regression line must be, on average, closer to the observed Y-values than the arithmetic 
average of Y. As a result, we can simply compare the estimated standard deviation of the 
residuals of the regression model ( σ̂ε ) with the standard deviation of Y ( σ̂Y ) (Hamilton, 
1992). Suppose that σ̂Y  is 160 and σ̂ε  is 27, a finding which clearly indicates that our regres-
sion line fits the data better than the baseline model (horizontal line). In a two-variable 
regression, since we have only one independent variable (X), we can alternatively state that 
X is a useful variable in predicting Y. In the same manner, by using σ̂ε  as a measure, we can 
compare several competing regression models containing the same Y. Furthermore, we can 
also complement this numerical approach with a visual approach by examining the scatter 
plot including the regression line.

coefficient of determination (R 2)

The coefficient of determination, denoted by R2, is another measure that is often used to 
assess the goodness of fit of the regression line.21 R2 is obtained by taking the ratio of the 
explained sum of squares (ESS) to the total sum of squares (TSS) as follows:

 R
Y Y

Y Y

i i

i i

2

2

2= =
−( )∑

−( )∑

ESS
TSS

ˆ
. (3.15)

Let us now, in a more intuitive manner, explain what R2 is about.22 As we did above, we can 
consider the arithmetic average of Y as our initial model to predict the value of the dependent 

19
 Alternative terms used are regression standard error, standard error of estimate, root mean squared error and 

residual standard error.

20
 Informally, we can consider the regression line as a single unit representing all the predicted mean-Y values. 

21
 We use the term ‘line’ in the case of a simple linear regression, whereas in multiple linear regression we use the term 

‘plane’ or ‘surface’. We can alternatively use the term ‘model’ in both cases. 

22
 See also Kahane (2001) for a similar intuitive explanation.
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variable. For the sake of simplicity,23 let us just take a particular observation, say respondent 
22. As we see in Figure 3.3, the observed value of respondent 22 (Y22) is far24 from the average 
Y model ( Y ) represented by the horizontal line. The distance between Y22 and Y  actually 
shows the amount of variation that is not captured by our average of Y model, which we 
refer to as the TSS.25 Next, as an alternative to the average of Y model, we use a two-variable 
linear regression model ( Ŷi ) represented by the steep line to predict the dependent variable. 
As you can again see in Figure 3.3, the Y-value predicted by the regression model ( Ŷ22 ) is now 
clearly closer to Y22. Another way of saying this is that our regression model has made an 
improvement in predicting Y22. We can measure this improvement by quantifying the dis-
tance between Y  and Ŷ22  which we refer to as the ESS. If we then want to know how much 
of the total variation (TSS) our regression model (ESS) has managed to capture/explain, we 
can simply take the ratio of ESS to TSS, as in equation (3.15). Incidentally, there will always 
be some amount of variation not captured by the regression model (i.e., the RSS) represented 
by the distance between Y22 and Ŷ22 . It follows from this that26

 RSS = TSS − ESS (3.16)
 TSS = ESS + RSS. 

If R2 = 0, it simply means that our regression model does not do better than the average of Y 
model.27 On the other hand, if R2 = 1, it indicates that the regression line goes through all the 
data points. However, both of these situations are unrealistic. The more realistic28 situation in 
social science applications is that R2 is often closer to 0 than to 1. As an example, an R2 value 
of 0.25 will mean that 25 per cent of the variation in the dependent variable is explained by 
(attributable to) our regression model. In the case of a two-variable regression,29 this will mean 
that our X explains 25 per cent of the variation in Y.

There are, however, no definitive thresholds as to how big R2 should be. The evaluation 
of R2 should be based on substantial considerations rather than a pure statistical quantity. 
Furthermore, different fields and research questions may perceive a certain value of R2 differ-
ently. One other factor to take into account is the number of predictors included in the model. 
Generally, a model with few predictors resulting in large R2 can be asserted to do a better pre-
diction job. A common-sense thing to do is relate the evaluation of R2 to the tradition in a 
particular research field. If we have to provide a rule of thumb in the context of a simple linear 

23
 Although we are here using a single respondent, you should bear in mind that our explanation applies to all data 

points (respondents). As such, we use notation/equations that apply to the whole sample.

24
 This is usually the case as the average is the simplest model we can use for prediction purposes.

25
 In a way, you could actually look at this as the amount of residual caused by our average of Y model. As this amount 

cannot be more than it is after fitting the average of Y model, we automatically call it the total sum of squares.

26
 Using the input from equation (3.16), you can also compute R

2
 using 1 – RSS/TSS. 

27
 This is the result you would get if you ran a regression with only the intercept (in Stata, regress Y). 

28
 cases where R

2
 is unusually high may indicate some problems with your regression model rather than good fit. 

29
 Incidentally, in a two-variable regression, the square root of R

2
, or R, is equivalent to a simple correlation between 

Y and X. 
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regression, based on our experience we would generally consider R2 ≤ 0.09 to be a small effect, 
R2 between about 0.1 and 0.3 to be a moderate effect and R2 ≥ 0.3 to be a large effect.

When it comes to the decision as to which of the two measures30 to use, we generally 
suggest using both σ̂ε  and R2 (as well as a scatter plot) to assess the goodness of the fit of 
a regression model on its own, while σ̂ε  is suggested for comparing the goodness of fit of 
competing models involving the same dependent variable (Pardoe, 2006). Both σ̂ε  and R2 are 
omnibus criteria for assessing the goodness of a regression model in that they both measure 
how well a model is doing in its entirety.31 An additional procedure that we use to assess a 
regression model is hypothesis testing for slope coefficients.

323 Hypothesis test for slope coefficient

The p-value approach

As mentioned at the beginning of this chapter, one common aim of regression analysis is 
hypothesis testing. Hypothesis testing is about making an inference about a population based 
on a random sample drawn from that population, a process known as inferential statistics. More 
specifically, as you will remember, we set our regression function ( E Y Xi i[ ] = +β β0 1 ) whereby 
we hypothesize a linear relation between an independent and a dependent variable (i.e., X 

30
 In the case of a multiple regression, we suggest the use of the adjusted version of R

2
, an issue we will return to in 

the discussion on multiple regression analysis. 

31
 In a two-variable regression, since there is only one independent variable, the significance value for R

2
 obtained 

from an F-test will be the same for the coefficient of the independent variable ( F t= ). However, this is not the case 

in multiple regression. It is for this reason that we defer consideration of the F-test to chapter 4.

Y

Y
–

X

Y22

Y22

∧

∧
∧

∧

Y i
 = β 0

 + β 1
X i

TSS

ESS

RSS

Figure 3.3 Visual representation of R
2
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predicts Y) in the population. As we do not have the population data, we test this hypothesis 
by assessing a random sample’s OLS estimates ( ˆ ˆ ˆY Xi i= +β β0 1 ) of the population parameters.

The fact that we only work with one sample means that we would have only one β̂1  (and 
only one32 β̂0  for that matter), and thus we cannot be sure whether this result33 has come 
about due to a sampling error or it really represents the true population parameter ( β1

). Thus, 
we need to know the sampling distribution of β̂1  to be able to go ahead with the process of 
making inferences. Fortunately, under some assumptions,34 we can derive from the central limit 
theorem that the sampling distribution of β̂1

 will be normal with mean β1  (true/population 
slope) and standard deviationσ

β̂1
.

We also know that we can transform any normally distributed random variable (in this 
case, β̂1 ) into a z-score,

 z =
−ˆ

ˆ

β β
σ

β

1 1

1

, (3.17)

and accordingly use the standard normal distribution to get the associated probability values. 
One problem that we encounter, however, is that we do not know the denominator ( σ

β̂1
) in 

equation (3.17).
Since we do have the sample estimate of the standard error of the slope coefficient, we can 

simply replace σ
β̂1

with its estimate, ˆ ˆσ
β1

. Doing so changes the probability distribution from 
standard normal to a t-distribution with n – K degrees of freedom (Hamilton, 1992):

 t =
−ˆ

ˆ ˆ

β β
σ

β

1 1

1

. (3.18)

Further, we can also show that

 ˆ
ˆ

ˆ
ˆσ

σ
β

ε

1 2
=

−( )∑ X Xi

. (3.19)

Now we are ready to test whether this t-value comes from the H0 population.35 First, we need 
to set up a null (H0) and an alternative hypothesis (H1), put formally as follows:

H0: β1  = 0, H1: β1
 ≠ 0.

32
 Generally in this chapter we do not make any hypothesis about the intercept, thus we will in this section focus solely 

on the slope coefficient.

33
 If your aim was to use regression analysis only for descriptive purposes, you could simply rely on your estimate 

without having to do any hypothesis testing. This may, for instance, be the case when you are only interested in finding 

out what is going on in a specific sample or when you work with census data.

34
 These assumptions are basically (1) independent and (2) normally distributed error. We treat these assumptions 

separately in detail in chapter 7. Briefly, since OLS estimates are a linear function of the error term, the error term being 

normally distributed ensures that the estimates also follow a normal distribution.

35
 Another way of saying this is that we want to find out whether our sample estimate comes from an alternative popula-

tion (in which there is a relationship between X and Y ) to the H0 population. For reasons it is not necessary to go into here, 

we start the hypothesis test using H0 although we are in reality interested in finding out whether there is a relationship.
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H0 assumes that the population parameter is zero, which simply means that mean-Y ( E Yi[ ] ) 
does not change as a result of a change in X (i.e., X does not have an effect on Y). H1 assumes 
in contrast that the population parameter is not zero, suggesting that mean-Y ( E Yi[ ] ) does 
change as a result of a change in X (i.e., X does have an effect on Y).

Now that we have the sample estimates ( β̂1  and ˆ ˆσ
β1

) and the population parameter (0) 
assumed by the null hypothesis, we can plug these values in equation (3.20):

 t =
−

=
ˆ

ˆ

ˆ

ˆˆ ˆ

β
σ

β
σ

β β

1 10

1 1

, (3.20)

generalized to tk k
k

= ˆ ˆ ˆβ σ
β

. Using the theoretical t-distribution table,36 we find the probability 
value associated with our resulting t-value/t-statistic (essentially, slope coefficient), which is 
popularly known as the p-value (also called significance value). The p-value is the probability 
of obtaining a t-value37 as large as (or larger than) ours if the null hypothesis were true. We 
can alternatively define the p-value as the probability of committing a Type I error (falsely 
rejecting H0).

We then choose some arbitrary cut-off value to set as the maximum probability that we 
would accept for committing a Type I error. This probability value (called alpha) is typically 
set at 0.05. If the p-value (e.g., 0.042) associated with our t-statistic is less than the alpha value 
(0.05) we would reject the null hypothesis (X does not affect Y) and accept the alternative 
hypothesis (X does have an effect on Y). Incidentally, it is not uncommon to see alpha values 
of 0.01, 0.001 or even 0.1 being used in the social science applications.

So far we have confined the discussion to a two-sided test. This is because Stata and other 
statistical programs provide p-values based on two-sided tests in their standard output. 
However, it is not uncommon to see one-sided tests being presented in publications. A one-
sided test is used when you specify the direction of your hypothesis. So, if you have a strong 
theory suggesting that X has a positive effect on Y then you would a priori state your alterna-
tive hypothesis and its counterpart formally as:

H0: β1  = 0, H1: β1  > 0.

Or if your theory implies that X has a negative effect on Y then you would again a priori state 
the required hypotheses formally as:

H0: β1  = 0, H1: β1  < 0.

In both cases, to test the significance of the slope coefficients, you simply divide the two-
sided p-value (provided by default in Stata output) by 2. If the sign of your estimated slope 
proves to be in the expected direction and the associated p-value is less than 0.05, you would 

36
 You can alternatively use Stata to compute the probability associated with a t-value using display 

2*(ttail(df, abs(t-value))). None of the options is necessary, however, as by default you get the p-value 

for a slope coefficient in the standard output of Stata.

37
 The t-value simply shows how far our estimated slope is from the true parameter of zero (mean) in terms of the 

standard deviation in the sampling distribution of the estimated slope.
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accept the alternative hypothesis. If your estimated slope is not shown to be in the expected 
direction, then you would fail to reject the null hypothesis regardless of the p-value.

The confidence interval approach

Another (more informative) way of testing a slope hypothesis is the confidence interval 
approach. The first step is to construct a 95 per cent confidence interval38 (two-sided) around 
the estimated coefficient using

 lower bound ˆ ˆ ˆβ σ
β1

1

− ( )−tn K , upper bound ˆ ˆ ˆβ σ
β1

1

+ ( )−tn K ,  (3.21)

where β̂1
 is our point estimate, tn K− ( )ˆ ˆσ

β1

 represents the margin of error, and tn K−  is obtained 
from the theoretical t-distribution.39

Suppose that in a regression analysis (Y regressed on X) run on a random sample of 95 
individuals we obtain a slope coefficient of 31,644 (with a standard error of 2685). The 95 per 
cent confidence interval for the slope will then have lower bound

31,644 − t95 − 2(2685) = 31,644 − 1.986 × 2685 = 26,312

and upper bound

31,644 + t95 − 2(2685) = 31,644 + 1.986 × 2685 = 36,976.

Now that we have calculated the boundaries, the second step is to contrast this 
result against the claim made by the null hypothesis. Since the null hypothesis assumes 
no effect ( β1 0= ), we should check if the value of zero is included in the confidence 
interval. As we can see, the interval (26,312–36,976) does not include zero, which 
means that our estimated slope is very unlikely to have come from the null hypothesis 
population. Thus, we would reject the null hypothesis and accept the alternative which 
assumes an effect.

324 Prediction in linear regression

As stated previously, the second common aim of regression analysis is prediction. Prediction 
is about estimating mean-Y and Y for a specific individual. Since the former is more typical 
in social science applications, we will here focus on that. We now know that the expression 
that we would use to predict mean-Y is simply ˆ ˆβ β0 1+ Xi  (see equation (3.6)). All we have to 
do here is plug in the estimated values for β̂0  and β̂1 , and choose the level of X at which 
we want to predict the mean-Y ( Ŷi

). Suppose that we have the following estimated equation 
based on a random sample of 82 observations:

38
 We can alternatively construct intervals at different values (90 per cent, 95 per cent or 99 per cent).

39
 The t-distribution approximates the standard normal distribution when n gets large (greater than 100), so t

n − K will be 

approximately equal to the z-value, which (for an alpha of 0.05) is 1.96. If n is small, then it is necessary to find t
n − K in 

t-distribution tables (or using software) as we do in our example below, thus we use 1.986 and not 1.96 in the formula. 
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ˆ ˆβ β0 1 2 674 274 151 855+ = +X Xi i, , , .

Let us assume that X ranges from 1 to 6. Then:

when X=1, mean-Y = 2,674,274 + 151,855 × 1 = 2,826,129;

when X=2, mean-Y = 2,674,274 + 151,855 × 2 = 2,977,984;

when X=3, mean-Y = 2,674,274 + 151,855 × 3 = 3,129,839;

when X=4, mean-Y = 2,674,274 + 151,855 × 4 = 3,281,694;

when X=5, mean-Y = 2,674,274 + 151,855 × 5 = 3,433,549;

when X=6, mean-Y = 2,674,274 + 151,855 × 6 = 3,585,404.

As we did with the slope coefficients, we can also construct40 confidence intervals around the 
predicted mean-Y using the formulas below:

 lower bound ˆ ˆˆY ti n K Yi

− ( )− σ , upper bound ˆ ˆˆY ti n K Yi

+ ( )− σ , (3.22)

 ˆ ˆˆσ σεY

P

i
i n

X X

X X
= +

−( )
−( )∑

1
2

2
. (3.23)

 3 3  EXAMPLE IN STATA

In this section we will make use of a real-life dataset called flat.dta, containing information 
about 95 flats (apartments) that were put up for sale in the first half of 2013 in a medium-
sized city in Norway. The dataset includes information about the price, floor size, location, 
year built, and energy efficiency of the flats. The price was originally set in Norwegian kroner 
but is converted into US dollars in the following analysis. Since we present a simple linear 
regression here, let us for now use the flat price as the dependent variable (Y) and floor size 
as the independent variable (X) from our dataset. We further assume that flat prices in the 
population will on average change (increase) with changes (increase) in floor size, which we 
can express in terms of a population regression function as

E flat_price floor_size[ ]i i= β β0 1+ .

Next, we will OLS estimate this function using Stata based on our sample data using

flat pricei i_ = +ˆ ˆβ β0 1 floor_size .

Stata has a command called regress (or just reg) to estimate a regression model and OLS 
is the default estimation method of this command. The command reg is followed first by a 
dependent variable and then one or more independent variables: reg Y X. This is applied to our 

40
 Although you can try doing this manually, we will in the following section present the powerful margins command 

in Stata to do this easily for us, along with several other related features.
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example study in Figure 3.4 in which we have regressed flat_price on floor_size, the results 
of which we can start interpreting. Incidentally, we also briefly show the different concepts of 
simple linear regression that we have so far covered using the Stata output in Figure 3.4.

We can start examining the regression output first by assessing the goodness of fit of the 
regression model. As you will remember, we have two measures to help us with this task, 
namely the standard deviation of the residuals (called root MSE in Stata) and R2. Starting with 
the root MSE, we see that it is 1.4e+05 (140,000) meaning that the observed flat price values 
are on average 140,000 units (dollars) away from our regression line. When we compare the 
standard deviation of the residuals of the regression model ( σ̂ε = 140,000) with the standard 
deviation41 of the baseline/average model ( σ̂Y = 222,450), we see that σ̂ε  is clearly much less 
than σ̂Y , a finding suggesting that our regression model makes a considerable contribution 
to predicting flat prices. We can further support this finding with an examination of a scat-
ter plot that we can obtain using graph twoway (scatter flat_price floor_size) 
(lfit flat_price floor_size), the outcome of which is shown in Figure 3.5.

Figure 3.5 shows that the observed flat price values are indeed relatively closely scattered 
around the regression line. We can also look at the R2 value of the model which is almost 0.6, 
which simply indicates that our model (consisting of only the variable floor_size) explains 
60 per cent of the variation in flat prices. Again, although we do not have any clear cut-off val-
ues, 60 per cent sounds relatively high and suggests that our regression model fits the data quite 
well and is thus deemed useful in predicting flat prices. However, in many real-life studies, we 
may not have such obvious strong relationships between a dependent and an independent var-
iable, thus such high R2 values are less commonly seen in social science research publications. 
Generally, an R2 value of 0.20–0.30 is considered satisfactory in many social science disciplines.

Having assessed the goodness-of-fit measures, we can next apply what we call the 3S cri-
terion to examine other salient components of our estimated regression model. 3S stands 

41
 We obtain the standard deviation of Y using the following syntax in Stata: sum flat_price 

Figure 3.4 Stata output for a simple regression
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simply for sign, size and significance of slope coefficient(s). As far as the sign of the slope is 
concerned, it is positive.42 When it comes to the size of slope, it is almost 5274 dollars. Finally, 
we observe also that the p-value for our slope is 0.0000.43 If we put all these three components 
together, the interpretation would be that floor size has a statistically significant positive 
effect on flat price. Furthermore, we can state that for every additional square metre, the flat 
price on average (or mean flat price) increases by about 5274 dollars. Incidentally, although 
the assessment of both σ̂ε  and R2 has already confirmed the good fit of our regression model, 
we can also see that this is the case through judging the size of the slope. Moreover, as it is 
hard to imagine a flat with zero floor size, it does not make any sense to interpret the intercept/
constant in this case.

We can extend the interpretation of the regression analysis by also presenting the pre-
dicted/estimated average flat prices at different values of floor size. Earlier in this chapter 
we showed how we could do this by hand. However, this time we will obtain the predicted 
values using a very useful command of Stata named margins. This command, with its 
extensions, can calculate not only the predicted values but also confidence intervals (CI) 
around these values, as well as providing a visual plot. Prior to using margins, we will as 
usual decide on the values of the independent variable at which we want the predicted 
average flat prices.

42
 We are in this example using a two-sided test for the sake of our presentation since that is the most common pro-

cedure used. In practice, though, a researcher could justify the use of a one-sided test prior to data collection and stick 

to it throughout the analysis.

43
 The p-value can never be exactly 0. Here it is very close to 0, and this is indicated by 0.0000. 
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Figure 3.5 Regression line fitted to flat prices
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Figure 3.6 Predicted flat prices using margins 

Since floor size is a continuous variable ranging from 20 to 228, it is not sensible to just 
calculate the predicted values at every level. Suppose we are for some reason (theoretical 
and/or practical) interested in flats from 60 to 220 square metres, in 20-unit increments  
(60, 80, 100, …). We calculate the predicted flat prices for these floor sizes in Stata in Figure 3.6. 
We can see that flats 60 square metres in size are predicted to be for sale on average at a 
price of 437,785 dollars (CI: 405,061–470,509).

We can, moreover, plot these predicted values along with their 95 per cent CIs on a graph (as 
shown in Figure 3.7) by just typing marginsplot after margins.

So far, we have exclusively discussed simple linear regression analysis. Although this 
has served us well in our purpose of conveying difficult concepts of regression in an easy 
manner, it is not very often used in the social sciences which generally depend on and use 
non-experimental data. This means that we need to give a detailed treatment of multiple 
regression analysis, and it is to this that we turn in the next chapter.
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 3 4  cONcLUSION

Regression analysis is an easy and a flexible statistical approach that can (with its extensions) 
tackle various complex research problems in the social sciences. Understanding regression at 
a deeper level would indeed provide a sound basis for comprehending statistical modelling 
in general. In other words, regression analysis should be seen not just as a statistical tech-
nique but as a way of thinking. This is why we have spent time in this chapter explaining 
many of the regression concepts in detail within the context of simple regression. We have in 
this chapter also presented basic regression-related commands in Stata. However, Stata offers 
many more features that can be explored by typing help regress.

key terms

Expected value The mean value of a  
distribution.

Population regression function How we think 
variables are related in the population.

Sample regression function The estimated 
version of the population regression function.

OLS Abbreviation for the estimation tech-
nique of ordinary least squares.

RSS Residual sum of squares.

ESS Explained sum of squares.

TSS Total sum of squares.
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Figure 3.7 Predicted mean-Y values depicted using marginsplot

(Continued)
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Root MSE The root mean squared error or 
residual standard deviation.

R
2 The share of variation explained.

Regression coefficient The ratio of the 
change in mean-Y to the change in X.

Simple regression One independent vari-
able predicting one dependent variable.

Multiple regression More than one inde-
pendent variable predicting one depend-
ent variable.

QUESTIONS
1 What is regression analysis?
2 Explain how OLS works through an example.
3 How would you evaluate the goodness of fit of a simple regression model?
4 Estimate a regression model and interpret the resulting table.
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